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Our discussions about embodiment and symbolic representations will center around a computer system that holds conversations with people in natural language.  The system is called AutoTutor, an intelligent tutoring system that has been built and tested in the interdisciplinary Institute for Intelligent Systems at the University of Memphis.  AutoTutor has an animated conversational agent with synthesized speech, facial expressions, and gestures. AutoTutor attempts to interpret the language and emotions of the learner in an effort to be dynamically adaptive.  AutoTutor holds a mixed initiative dialogue by asking and answering questions, giving hints, filling in missing pieces of information, and correcting misconceptions.  Some versions of AutoTutor have speech recognition.  Other versions have interactive 3-D simulations in order to enhance embodiment, the learner’s engagement, and hopefully depth of the learning. At this point, AutoTutor has been used to tutor college students on such abstract topics as computer literacy, Newtonian physics, and critical thinking.  

Our AutoTutor project provides a vivid backdrop for framing some of the issues for debate at this workshop.  Our goal is really to stir questions and uncertainty more than to answer questions and offer solutions.  Our research team has spent a decade building what many in the field of computer science call an “embodied” conversational agent, a computer system that attempts to comprehend, think, speak, and perform actions.  We have struggled with alternative theories of representation, discourse, adaptation, and planning in our efforts to build a reasonable conversational agent that mimics human tutors.  Some of the theoretical models we have used lean to the embodied end of the spectrum and others to the symbolic end. Our reflections raise some questions that readers will hopefully find worthy of discussion.


This paper is divided into three sections.  Section 1 gives a snapshot of what AutoTutor is and does.  Section 2 addresses the question of whether it is possible to have a computer generate and interpret cognition, action, and emotions.  Section 3 identifies some components of AutoTutor that are most naturally construed as symbolic and that might present some challenges to those who are pursuing an embodied theoretical framework.  However, when push comes to shove, we are really inviting the following question: In what sense is a component embodied versus symbolic?  If successful, we will plant some uncertainties in the debates.


It is important to briefly clarify the sense in which we consider a representation as being embodied.  We consider a strong sense of embodiment as existing to the extent that the representation incorporates the constraints of an organism’s body, its location in the world, its perspective in perceiving the world, and its interactions with the world.  So perceptions, actions, and point of view are richly represented and are systematically aligned with perceptual-motor interactions in the world.  We consider a weak sense of embodiment as existing when there are vestiges of perceptions, actions, and perspectives in the representation, but the components are less detailed or underspecified, yet to some extent systematic or recoverable. A representation is not embodied when the symbols have an arbitrary relationship with the various components of potential perceptual-motor interactions with the world, be they real or simulated.    

It is also important to clarify the sense in which a representation is symbolic.  A symbolic representation is a structured set of symbols, each of which stands for some aspect of a referential domain.  What it stands for may or may not be embodied.  An amodal symbolic representation is not grounded in any embodied representation.  A modal symbolic representation does have links to perceptual-motor experience either indirectly through interpretive mechanisms or directly through sensory transduction and motoric actuators.  It follows from our definitions that embodied and symbolic representations are not necessarily mutually exclusive.  Amodal symbolic representations clearly are different from strong and weak embodied representations.  However, there is not a clear cut distinction between modal symbolic representations and weak or strong embodied representations.  Indeed, many researchers have developed symbolic models of perceptual and motor representations that are situated in real world scenarios.  It may take breakthroughs in neuroscience to differentiate modal symbolic representations from embodied representations.  However, it is beyond the scope of this chapter to consider the constraints of the brain and neurons.     
What is AutoTutor?   

AutoTutor is a computer tutor on the internet that simulates human tutors and that helps individuals learn about abstract difficult topics by holding a conversation in natural language (Graesser, Lu, Jackson, Mitchell, Ventura, Olney, & Louwerse, 2004; Graesser, VanLehn, Rose, Jordan, & Harter, 2001; Graesser, K. Wiemer-Hastings, P. Wiemer-Hastings, Kreuz, & the TRG, 1999; Graesser, Chipman, Haynes, & Olney, 2005).  Learners express their contributions through a keyboard or through speech, whereas AutoTutor communicates through an animated conversational agent with speech, facial expressions, and some rudimentary gestures.  AutoTutor presents a series of challenging questions that requires deep reasoning and approximately a paragraph of information for an ideal answer. AutoTutor assists the learner in the evolution of a complete answer from their initial answer, which is normally very short (one word to 2 sentences, typically).  It tries to draw out more of the learner’s knowledge (through hints and prompts), helps fill in missing information, repairs misconceptions, and answers student questions.  The dialogue between AutoTutor and the student takes approximately 100 dialogue turns to answer a single challenging question, approximately the length of a conversation with a human tutor.  
Perhaps the best way to convey what AutoTutor can do is through an example.  Consider the conceptual physics problem below.

When a car without headrests on the seats is struck from behind, the passengers often suffer neck injuries.  Why do passengers get neck injuries in this situation? Explain why.
The tutorial dialogue of AutoTutor is guided by the interface shown in Figure 1.  The main question is presented in the top window.  This major question remains at the top of the page until it is finished being answered during a multi-turn dialogue.  The students use the bottom-right window to type in their contributions for each turn, although speech recognition is being tested in a current version of AutoTutor.  The animated conversational agent resides in the upper-left area.  The dialogue history between AutoTutor and the student is shown in the bottom-left window; this is deleted in versions with speech recognition.  The version of AutoTutor in Figure 1 has an embedded interactive 3D simulation that depicts a physics micro-world with people and objects in a spatial scenario.  The student can manipulate parameters of the situation (e.g., mass and speed of vehicles), observe a simulation of what will happen, repeat this process of manipulation and observation several times, and explain what they see. The interactive simulation grounds the physics knowledge in perceptual and motor activities, one of the hallmarks of embodied theories (Barsalou, 1999; Glenberg, 1997; Glenberg & Kaschak, 2002; de Vega, Robertson, Glenberg, Kaschak, & Rinck, 2004; Zwaan, 2004).  Deep learning of physics is believed to emerge from the combination of interactivity, perceptual simulation, feedback on the simulation, descriptions of what happens, and explanations.
INSERT FIGURE 1 ABOUT HERE

It is important to point out that flawed reasoning is often manifested during the answering of these conceptual physics questions.  Adults are often seduced by the naïve physics that explain their perceptions of everyday events in the world and their everyday actions that affect the world (di Sessa, 1993; Hunt & Minstrell, 1996; Ploetzner & VanLehn, 1997).  For example, many college students believe that a rear-end collision, as in the Figure 1 example, will directly push the head of the victim forward – at times, unfortunately, through the windshield.  Their mental model is possibly that the head goes forward much like a billiard ball goes forward when hit from behind.  Or perhaps they have a memory of a person’s head going through the windshield from a movie or personal experience.  However, this is flawed reasoning. The head first goes backwards after the impact of the collisions by virtue of the forces underlying Newton’s laws, which explains whiplashes in accidents.  The head subsequently goes forward after a recoil.  Deep comprehenders identify the initial stage of the head going back when asked to draw pictures (Lu, personal communication), but shallow comprehenders miss this step. 
It is not until the student can reason with abstract vectors, forces, and Newton’s laws that a correct answer emerges.  Table 1 lists some of the good answers (called correct principles) and the misconceptions that are affiliated with this rear-collision problem.  It is a stretch to imagine how an embodied theory could go the distance in accounting for the full set of correct principles, whereas many of the misconceptions are grounded in embodied everyday experience.  Perhaps the correct principles can be captured in a mental model that is embodied through educational activities or through a proxy representation that is enriched with a weak sense of embodiment.  For example, the force dynamics of Talmy (1988) is a promising approach that may lead to an weak embodied account of the correct constraints of physics.  However, no one that we know has come forward in specifying an embodied version of Newtonian physics that adequately captures a host of abstract constraints.   This is very much an example of how abstract symbolic reasoning can transcend the limitations of embodied cognition and can empower humans with forms of intelligence that move us beyond what used to be called the infra-humans. Symbolic reasoning can often emancipate humans from being prisoners of naïve physics and of exclusive reliance on embodied thought.     

INSERT TABLES 1 AND 2 ABOUT HERE

Table 2 shows excerpts from an example tutorial session between a college student and AutoTutor on Newtonian physics.  The conversation begins with a main question selected by AutoTutor from the repertoire of questions in its curriculum.   The example illustrates the mixed-initiative dialogue of AutoTutor. AutoTutor attempts to accommodate virtually any student question, assertion, comment, or extraneous speech act.  Each turn of AutoTutor requires the generation of one or more dialogue moves that adaptively responds to what the student just expressed and that advance the conversation in a constructive fashion.  The dialogue moves of the tutor within a turn are connected by discourse markers (see Louwerse & Mitchell, 2003), as illustrated in the example excerpts.  Some dialogue moves are very responsive to the student’s preceding turn, such as the short feedback (positive, neutral, versus negative), the answers to student questions, and corrections of student misconceptions.  Other dialogue moves push the dialogue forward in an attempt to cover the correct principles in the answer to the main question. These forward-directed dialogue moves include hints, prompts for the student to fill in missing words, assertions of correct principles, and requests for the student to engage in an interactive simulation.    
The pedagogical framework of AutoTutor was inspired by two bodies of theoretical and empirical research that go beyond the normal ITSs.  These include explanation-based constructivist theories of learning (Aleven & Koedinger, 2002; VanLehn, Jones, & Chi, 1992) and empirical research that has documented the collaborative constructive activities that routinely occur during human tutoring (Fox, 1993; Graesser, Person, & Magliano, 1995; Chi, Siler, Jeong, Yamauchi, & Hausmann, 2001). According to the explanation-based constructivist theories of learning, learning is more effective and deeper when the learner must actively generate explanations, justifications, and functional procedures than when being lectured or reading text.  Regarding the empirical research on tutorial dialogue, the patterns of discourse uncovered in naturalistic tutoring were imported into the dialogue management facilities of AutoTutor.  The discourse patterns were not confined to verbal content, but also included facial expressions and gestures with the hand, head, and body.  It is well documented that there is substantial communicative and pedagogical value in facial expressions and gestures (Alibali & Nathan, 2005; Graesser et al., 1995; see chapters by Nathan and Singer).   
A few words should be devoted to the question of whether AutoTutor improves learning.  One plausible prediction would be that learning is facilitated by embodied cognitive activities.  We have found that the version of AutoTutor without interactive simulation has been shown to improve learning by nearly a letter-grade (effect size averages .8 sigma) in 12 experiments on physics and computer literacy (Graesser, Lu et al., 2004; VanLehn, Graesser et al., 2007).  In these assessments of learning gains, post-test scores from learning with AutoTutor were compared with reading a textbook, with pretests, and a variety of other comparison conditions (Graesser, Jackson et al., 2003; VanLehn, Graesser et al., 2007).  One intriguing finding was a comparison in learning gains among three conditions: (1) learning from AutoTutor, (2) reading a textbook for a period of time yoked to the time interacting with AutoTutor, and (3) no training.  Learning gains showed the following pattern:  AutoTutor > reading textbook = no training = 0.  AutoTutor training was significant, as we had expected.  Perhaps more interesting was the result that reading the textbook was no different than doing nothing at all.  This suggests that normal reading of physics from a textbook either (a) does not afford embodied cognitive activities or (b) does afford embodied cognitive activities, but such activities do not produce deep learning of physics.  This same pattern of data was found for the acquisition of computer literacy (Graesser, Lu et al., 2004).   
Our recent experiments on conceptual physics have compared the interactive 3D version of AutoTutor with the normal conversational AutoTutor (Jackson, Olney, Graesser, & Kim, 2006).  The student has the freedom to interact with the 3D world several times per scenario by manipulating values of the parameters (e.g., mass, speed) and seeing what happens.  This condition was designed to maximize the extent of embodied cognitive activities.  We found that the difference between AutoTutor-3D and the normal conversational AutoTutor was subtle (sigma = .20) and nonsignificant.  This result was somewhat disappointing because we had hoped that intensifying embodied activities through 3D interactive simulation would improve learning over and above the normal conversational AutoTutor.  Perhaps normal AutoTutor affords embodied cognitive activities, so interactive 3D simulation has small incremental gains.  The subtle effect of the 3D simulation might also be explained by the fact that most of the students did not use the simulation very much.  Students who did make a minimum number of simulation manipulations showed positive correlations between their learning outcomes and two important simulation variables: the number of simulations they received (r = .51, p < .01) and the relevance of their manipulations to the problem (r = .47, p < .05).  These positive correlations could be readily explained by the embodied framework.  However, they could also be explained by a host of third variables, such as intelligence, persistence, and motivation.  
The disappointing results of the 3D simulation are compatible with some claims that are relevant to the embodiment-symbolic debate.  It may be insufficient to simply ground the physics in a visual display that has affordances to manipulate parameters – and then “presto,” learning occurs.  Many users have no wisdom on what to do next and how to effectively manipulate the parameters in route to learning.  They need modeling and coaching for effective self-regulated inquiry and for intelligent use of simulation environments (Azevedo & Cromley, 2004; Lee, 1999; Winne, 2001).  It is also conceivable that much of the coaching can be accomplished by periodically having AutoTutor make abstract suggestions, hints, or requests, e.g., consider force vectors or you need to run some additional simulations to rule out alternative hypotheses.  The embodiment folks would presumably argue that AutoTutor needs to model the strategies by embodied demonstrations. The disembodied strategy folks would suggest that abstract hints provide a good alternative. These alternative explanations need to be explored further in future research.  It suffices to say, however, that embodied experience does not routinely spawn deep learning, and may even be the source of persistent misconceptions.  It sometimes may take abstract strategies to elevate us to deep learning (see also Goldstone & Sakamoto, 2003).   

Early versions of AutoTutor were designed to adapt to learners’ cognitive states.  And indeed, AutoTutor did dynamically adapt to the knowledge states of individual learners, with no two conversations with AutoTutor ever being the same.  Our most recent work, in collaboration with Roz Picard at MIT, attempts to identify the students’ affective states (emotions) during a typical learning experience and to respond adaptively to the students’ affect states (D’Mello, Picard, & Graesser, 2007).  When the learner is frustrated, AutoTutor would provide a hint or prompt that gets them unstuck.  When the learner is bored, AutoTutor would need some razzle-dazzle.  When the learner is excited and engaged in a flow experience (Csikszentmihalyi, 1990), AutoTutor should stay out of the learner’s way and let the learner take control.  When the learner is confused, there are a number of possible paths for AutoTutor.  A chronically confused learner needs guided scaffolding, whereas a temporarily confused student may need time to self-regulate their understanding.  Confusion occurs when the learner is in cognitive disequilibrium and deep thinking is to be encouraged (Craig, Graesser, Sullins, & Gholson, 2004; D’Mello, Picard, & Graesser, 2007).  
AutoTutor attempts to track emotions through different channels of non-intrusive sensing devices.  AutoTutor has been successful in accurately classifying learners’ affect states by mining (1) the tutorial dialog for patterns of verbal interaction that reflect emotions, (2) video capture of the face, (3) body posture, and (4) parameters of the speech (D’Mello, Picard, & Graesser, 2007).  The facial sensing devices were developed in Roz Picard’s laboratory at MIT (Kapoor & Picard, 2002; Picard, 1997, 2001), whereas the sensing algorithms from the other channels were developed by the AutoTutor research group at Memphis.  The facial expressions and body motions are obvious vestiges of embodied thought.  Ekman’s facial action coding system (Ekman, 2003) has specified elementary facial actions (e.g., left eyebrow raise, corner of the mouth upward) that are correlated with emotions.  We have identified the facial actions associated with confusion, delight, boredom, surprise, flow, and frustration.  For example, confusion has a brow lowerer (action 4) simultaneously with an eye lid tightener (action 7), whereas delight has a lid tightener and a lip corner puller (action 12). Regarding body movements, our body pressure measurement system records how the learner sits in the chair, via what we affectionately call the butt and dorsal-lumbar sensor.  Learners are on the edge of the chair with the head near the monitor during the affective states of curiosity, interest, and flow/engagement.  In contrast, learners are either fidgety or are slumped back with the head far away from the monitor in the states of boredom and disinterest.  Now that we understand how the different channels are correlated with emotions associated with learning (e.g., frustration, confusion, boredom, excitement, flow/engagement, delight, and surprise), we are in the process of designing AutoTutor to respond with the appropriate conversational, emotional, and pedagogical dialog that scaffolds the learners to new levels of learning and motivation.

The relations between emotions and the actions of the face and body are most naturally construed through an embodied framework. It is a stretch to imagine that a symbolic framework would provide any explanatory account of such relationships.  In contrast, the verbal dialogue history also predicts emotions and is most naturally explained by symbolic models.  The aspects of dialogue the predict emotions include feedback to the learners (positive, negative, neutral), the directness of AutoTutor’s feedback (e.g., indirect hints versus direct assertions), and the quality of the student’s contributions (D’Mello, Craig, Sullins, & Graesser, 2006; D’Mello, Craig, Witherspoon, NcDaniel, & Graesser, in press).  As one might expect, emotions are best predicted by a combination of features from embodied and symbolic foundations (Graesser, Picard, & Graesser, 2007).     
It should be quite apparent that the AutoTutor project covers a broad landscape of embodied and symbolic representations.  AutoTutor’s mechanisms are neither fully embodied nor fully symbolic, but rather a hybrid.  AutoTutor’s impact on learning processes and learning gains is partially embodied and partially symbolic.  We next turn to the question of whether computer models can capture the embodied representations and activities. 
Can a Computer Simulate Embodied Representations and Activities?


One of the initial questions that motivated the workshop is whether a computer is capable of simulating embodied mechanisms. Psychologists have typically equated computer models with amodal symbolic models because the computers being used are symbolic at some point in the system’s implementation. However, we prefer a broader definition of computer modeling that takes a step up from this implementation level. We are primarily interested, to use Marr’s (1982) terminology, in the level of computational theory and the level of representations and algorithms.  Many computational theories, representations, and algorithms in computer systems are not amodal, but rather attempt to capture the constraints of embodied mechanisms.  It is possible to have a symbolic model that attempts to capture vision, action, and many other modalities.  For the present purposes, we will define computer models as including amodal symbolic models, modality-specific symbolic models, neural networks, statistical models, and dynamical systems.  Some colleagues view all of these as symbolic models whereas others include only the amodal symbolic models as symbolic models.  We will not attempt to defend either of these positions on the matter of the meaning of symbolic, but we do want to accept a broad definition of computer model.           
One position is that it is possible to simulate any complex mechanism with a family of computer architectures if there is enough design time and sufficient computational resources to do so.  A second position is that biological mechanisms are constrained in ways that make it impractical or impossible for computer simulation.  There is a third position, one that we find very worthwhile to explore, namely whether the computer models have characteristics that are naturally aligned with the phenomenon being simulated.  If the computer models are ad hoc in accounting for the mainstream empirical findings affiliated with the phenomenon, then such models are limited and hardly explanatory.  However, if the computer models generate data, particularly counterintuitive data, that are naturally aligned with the phenomenon, then the computer models would be persuasively explanatory.  On the flip side, if an embodied model manages only ad hoc fits to the data or indecisive predictions, than the value of such a model is limited.  

Consider the phenomenon of whether a computer can simulate the bodily actions (torso, arm, fingers, face) of a person that would be needed in any embodied theory of cognition.   When we started our AutoTutor project, many of our colleagues were very skeptical of this proposition.  Now the skepticism has waned.  We would argue that designers of animated conversational agents have made major strides in simulating the facial expressions, bodily actions, and gestures of agents (Cassell & Thorisson, 1999; Cassell, Bickmore, Campbell, Vilhjalmsson, & Yan, 2001; Cole et al., 2003; Gratch et al., 2003; Johnson, 2001; Johnson, Rickel, & Lester, 2000; Massaro & Cohen, 1995; Quek, 2004; Rickel & Johnson, 1999).  All of these systems use modality-specific symbolic and statistical models that are implemented on computer.


The question arises how well the mechanisms of the animated agents are aligned with the biological mechanisms.  This is a very important question, from our point of view.  Let’s consider three alternative families of animated agents, which we will label kinematics agents, aesthetic agents, and engineered facsimile agents.  Kinematics agents have facial and bodily motions guided and constrained by the physical layout of the skeletal and cartilage structure, and the dynamic activities of the muscles.  Which models fall into this class? Agents governed by the facial action coding system of Ekman (2003) and by kinematics models of body movement (e.g., Gratch et al., 2002 and several others).  Aesthetic agents follow algorithms that are not inspired by kinematics but instead are inspired by stylistic constraints, such as the agents designed by Disney, Dreamworks, and movie production companies in the entertainment industry. Rather surprisingly, Disney characters are rendered from a separate tradition that is insulated from kinematics.  Dreamwork’s Shrek animated character, for example, has 3 fingers rather than 4 and a gate that is stylistically heart-warming but would play havoc on a human spinal chord. Simply put, kinematics and Disney are not at all married to one another.  Instead, Disney has the mission of generating characters that are interesting, cool, endearing, and sometimes discrepant with normal kinematics principles.  And what about the engineered facsimile agents?  These agents evolve by examining a corpus of body movements, inducing patterns of movements, and copying these patterns into the animated conversational agents.   The movements of these computer agents are similar to the human agents, but the theoretical principles underlying these mirror algorithms are uncertain. The engineering solutions use ad hoc methods to emulate surface dynamics.   
We would argue that the kinematics agents are the proper candidates for simulating embodied action if we want to make the claim that the agents simulate biological mechanisms.  The aesthetic agents are governed by different principles, namely art and aesthetics. The engineered facsimile agents follow ad hoc constraints uncovered inductively from data mining methods.  
If we are correct in our claims, there is no crisp answer to the question of whether animated conversational agents simulate embodied action.  It depends on the mechanisms and constraints of the computer model.  We would need to examine the correspondence between the model and biological constraints.  
It is important to acknowledge that symbolic models have the capacity for a fine degree of granularity and adaptation to the environment, particularly when they incorporate the soft constraints of statistical and fuzzy systems (Anderson, Corbett, Koedinger, & Pelletier, 1995; Just & Carpenter, 1992; Kieras & Meyer, 1998; Kosko, 1992; Laird, Newell, & Rosenbloom, 1987; Roy, in press; Steels, 2003).  Standard planners in robotic systems can invoke goal-driven procedures that decompose actions into small micro-steps that are so smooth and ballistic that the discrete operations are imperceptible to the human eye (Breazeal, 2003; Gratch et al., 2002).  Similarly, cybernetic modules that respond to the world can be very fine-grained.  Our claim, therefore, is that psychological data that point out continuous gradients and ballistic actions can be handled by symbolic models, and are not the unique province of biological models.  There are no principled limits to the grain-size and time-windows of symbolic computational models – this is not the place to look for ways to differentiate embodied and symbolic models.

The perception and interpretation of embodied activities can also be modeled by computer systems.  There are systems that attempt to automatically detect facial expressions, gestures, posture, and actions (e.g., Chu & Cohen, 2005; Kapoor & Picard, 2002; Kettebekov & Yeasin, 2005).  It would be an exaggeration to claim that these systems are robust and well-developed, but it is fair to say that consistent progress has been made in recent years.  Moreover, some of these computerized classifiers are explicitly built with an architecture that simulates biological and neural systems.  
Our AutoTutor team is currently exploring a biologically inspired computational model that attempts to integrate input from five channels (dialogue, face, body posture, keyboard, and speech).  The K-set hierarchy is a biologically inspired model of neural population dynamics developed by Freeman and his associates (Kozma & Freeman, 2001).  Kozma and Freeman designed and parameterized a model that replicates experimentally recorded data of the dynamic behavior in the olfactory system of rabbits.  The olfactory system is interesting because there are no static features that can discriminate odors; instead a complex dynamical system is needed.  The K-set network simulates the temporal and spatial properties of the neural populations.  The K-III networks operate as a classifier by creating low dimensional local basins of attraction, each basin associated with each class, forming a global attractor landscape.  The low dimensional local basins constitute dynamic memories and can be used to solve difficult classification problems in which the data are not linearly separable.  The K-III network learns by Hebbian reinforcement, habituation, and normalization.  A KA model developed by Harter (2004) is an engineering simplification of the original K-set hierarchy; it is a deterministic discrete time model.  Its discrete nature is achieved by replacing the differential equations in the K-set model with difference equations, allowing the model to run 3 times faster.  

There are several points to be made by introducing this K-set family of computational models.  First, they are biologically inspired computer models that attempt to handle the neural dynamics of complex classification.  Second, the model can perform classification on data sets that are not linearly separable in real time.  Third, the matter of whether the model is discrete or continuous is not a differentiating property of the success of the model; indeed it is arguably an irrelevant characteristic.  Perhaps our most general point is that no one has convincingly demonstrated that biological or neural systems are inherently unable to be simulated by computers, including those with symbolic architectures.     
Components of AutoTutor and Comprehension: Embodied or Symbolic?


AutoTutor is a complex system with several computational components, so it is beyond the scope of this paper to systematically scrutinize all of the components from the perspective of the embodied versus symbolic debate.  Instead, we will focus on a few components that engender uncertainty.  
AutoTutor’s Comprehension of the Learner’s Verbal Contributions


AutoTutor attempts to comprehend the learner’s contributions by segmenting each turn into speech act units, classifying each speech act into one of 22 speech act categories, and semantically interpreting most of the speech acts.  Of particular interest is the semantic interpretation of those speech acts that are classified as student assertions.  AutoTutor does not use any embodied models of comprehension when interpreting the student’s assertions.  Instead, it uses latent semantic analysis (LSA)(Kintsch, 1998; Landauer & Dumais, 1997; Landauer, McNamara, Dennis, & Kintsch, 2007) and a metric that computes content word overlap in a manner that inversely weights words according to frequency of usage in the English language.  In essence, statistical models in computational linguistics (Jurafsky & Martin, 2000) are used to evaluate the extent to which the student assertions cover the content of the correct principles and misconceptions (see Table 1).  If a student assertion (or combination of assertions) has a high conceptual overlap with a particular correct principle, that principle is counted as covered.  If there is a high overlap with a misconception, then AutoTutor immediately corrects the misconception. Therefore, pattern matching mechanisms are executed by AutoTutor rather than a deep, embodied interpretation of student assertions.  


It could be argued that AutoTutor’s reliance on semantic pattern matching is a serious limitation.  However, it is not obvious what alternatives would be feasible to test.  Attempts to augment AutoTutor’s interpretation mechanism with sophisticated syntactic parsers and structured semantic analyzers have had modest incremental value in improving the accuracy of the pattern matches (Graesser, Penumatsa, Ventura, Cai, & Hu, 2006).  Unfortunately, most verbal expressions of the learner cannot be successfully interpreted by recent systems that have been developed in the fields of information extraction, computational linguistics, and artificial intelligence.  There are no automated computational models of embodied comprehension, so there is no foundation to test an embodied theoretical framework.  Indeed, all of the embodied theoretical frameworks of comprehension have been restricted to small families of sentences, generated by the experimenters, with a special composition to test particular theoretical claims (de Vega et al., 2004; Glenberg, 1997; Glenberg & Kaschak, 2002; Zwaan, 2004).  No one has assessed how well these embodied frameworks would scale up to handle a large corpus of naturalistic printed texts or a large corpus of naturalistic utterances (see de Vega. Rodrigo, Ato, Dehn, & Barquero, 2002 for an example of how this might be conducted).   Our impression, based on informal attempts to analyze naturalistic corpora, is that embodied frameworks would not fare well in scaling up because the scope of phenomena they explain is quite limited.  A priori predictions are too sparse at this point in the science to accommodate a naturalistic corpus.   However, we may be incorrect on this matter, so empirical corpus analyses are invited.  

There are two fundamental challenges in applying embodied frameworks to interpreting learner assertions.  The first challenge is that a very large proportion of the learner’s turns are beset with ungrammaticality, speech disfluencies, vagueness, ambiguity, underspecification, and other characteristics that are not semantically well formed.  Similarly, the world knowledge underlying the turns is open-ended, fragmented, ambiguous, and often contradictory.  Consider the following naturalistic excerpt, for example, from an actual tutoring protocol on the topic of research methods.
TUTOR: Do you know how to get the main effect? 

STUDENT:  Yeah, and I understand that like its what the independent variable itself like a measurement of it itself.  And um I know like that looking at these I know how to get it.  

TUTOR:  Okay

It’s not obvious how an embodied theoretical framework would offer advantages over the semantic pattern matching algorithms of AutoTutor when interpreting the student’s contribution.  Yet spoken utterances like these are ubiquitous in spoken tutoring sessions.  

The second challenge is that abstraction, simplification, and disembodied representations are desired when interpreting student assertions because the tutor typically has only an approximate understanding of what the learner knows (Graesser et al., 1995).  Human tutors and tutees share such little common ground that the two parties need to struggle to have hooks in understanding each others’ worlds.  Indeed, they frequently live in very different conceptual spaces, so there are very few alignments in conversational levels (Pickering & Garrod, 2004).  This fact limits how stringent the criterion can be when determining whether each party of the conversation understands the other.  We are convinced that adults comprehend only as deeply and thoroughly as the information becomes available and as the situation affords (Sanford & Graesser, 2006; Sturt, Sanford, Stewart, & Dawydiak, 2004).  If AutoTutor insisted on constructing embodied representations, assuming that it could, then the system would be spinning its wheels most of the time to no avail. A good tutor knows how to manage the vagueness and underspecification of student contributions.  This may be accomplished in a computer by fuzzy rules or by a more complex management of the dialogue in a fashion that is strategic, symbolic, and disembodied (Larsson & Traum, 2000; Lochbaum, 1998).  

In conclusion, our core claim in this subsection is that AutoTutor’s disembodied mechanism of interpreting the learner’s contributions is more aligned with human tutoring than would be offered by an embodied theoretical framework.  We would speculate, however, that an embodied framework would become progressively more valid to the extent that (a) the common ground between the tutor and tutee increases and (b) the expertise of the tutor and tutee increases.  Under these conditions, the stakes and standards of deep, precise comprehension are higher.  Embodiment would be one mechanism for enhancing the depth and precision.    
The Learner’s Comprehension of AutoTutor’s Contributions


In our view of the tutoring process, learners do not routinely comprehend the conceptual physics problems at a deep or embodied level.  Nor do they do so when they comprehend AutoTutor’s contributions, turn after turn.   Tutors and teachers may want them to, but they don’t.  Instead, we are convinced that learners typically settle for shallow standards of comprehension (Baker, 1985) and sustain an illusion of comprehension (Glenberg & Epstein, 1985).  They are satisfied if they can recognize the meaning of content words (nouns, adjectives, verbs) and can interpret sentence fragments.  Moreover, the deep meaning of a conceptual physics problem does not come linearly and immediately, in a series of well orchestrated flashes of insights, but rather unravels in hermeneutical cycles during struggles of comprehension (Winograd & Flores, 1983).  The referents of referring expressions and the meanings of clauses at time t1 often end up being undone and reinterpreted at time t2.  The flow of comprehension moments is more akin to anarchy and opportunistic planning than it is to a well-timed, coordinated, embodied Swiss orchestra.       

It is an understatement to say that the level in which most college students understand the conceptual physics problems is disappointing.  Deep comprehension of this difficult material is not routinely achieved while reading text, as discussed earlier.  Reading does facilitate shallow comprehension, such as the meaning of key terms, properties of concepts, isolated facts, and other types of declarative knowledge.  However, deep comprehension rarely occurs from reading.  Deep comprehension requires problem solving in the face of obstacles to goals, contradictions, anomalies, and other events that place the learner in cognitive disequilibrium (Craig et al., 2004; Graesser, Lu, Olde, Cooper-Pye, & Whitten, 2005). It takes multiple cycles of impasse, struggle, reinterpretation, and other nonlinear and non-monotonic mechanisms when most college students attempt to comprehend the conceptual physics problems.


If our analysis of the comprehension processes is correct, then we believe it is unlikely that our college students construct a fully embodied representation of the physics problems and AutoTutor’s turns during the tutoring process.  Instead, they have partial, barely-embodied specifications of most referring expressions, clauses, and propositions.  If the representations are embodied, the representations are anemic rather than rich – weak rather than strong.  The representations grow over multiple cycles but it is unclear how embodied the representations are.  There may be periodic snapshots of perceptual images and motor activity, but it is doubtful that there is a coherent flow of mental choreography.  
We may be incorrect, however.  An alternative viewpoint is that the students immediately begin constructing a strong embodied representation of the conceptual physics problems. The embodied representations are often flawed with knowledge from everyday life.  These embodied flaws are sometimes detected by the learner, which stimulates the achievement of a deeper understanding after multiple cycles and re-piecing of the correct knowledge, be it embodied or symbolic.  So there is a question of whether the embodiment cup is more half empty or more half filled.  No one knows.     

More generally, there are three fundamental challenges for the embodiment framework in explaining discourse comprehension.   The first challenge is that it has difficulties scaling up in explaining how embodied representations can be constructed at a normal reading rate of 250-400 words per minute.  For those in doubt, it is worthwhile to perform an exercise on a text that computes how long it would take to read it, based on available estimates of the time it takes to perform basic operations of embodied cognition.  It takes approximately 300-1000 milliseconds to construct a new referent in a discourse space, several hundred milliseconds to move an entity from one location to another, a few hundred more milliseconds to have the mental camera zoom in on an entity within a crowded mental space, and so on (Millis, King, & Kim, 2001).  When there are multiple mental spaces, the representations potentially interfere with one another, which adds additional processing time.  Research on mental models also suggests that it is difficult to envisage multiple mental models simultaneously.  These considerations on timing and complexity make it doubtful that all referring expressions and clauses in the text have fully embodied representations during reading.  It would take an order of magnitude increase in reading time to achieve this.  A satisfactory resolution of this theoretical challenge to embodied frameworks would require researchers to perform systematic analyses analogous to a GOMS analysis in the human-computer interaction field (Card, Moran, & Newell, 1983), a methods-time-measurement analysis in the human factors field, or a task analysis with chronometric estimates of embodied operations during reading.   Our intuition is that the embodied theoretical framework is unlikely to scale up to account for normal reading speed.  But perhaps we are incorrect.  That is an empirical question.  

Assuming that our above concern is on the mark, the backup claim for an embodiment framework is that only some referring expressions and clauses (or propositions) end up being embodied during comprehension.  This is precisely the position that we advocate.  We believe that the embodied framework is essentially correct under the following conditions:  (1) when tasks and tests encourage embodied activities, (2) when the stimuli are simple (e.g., few actors and objects in the mind’s eye), (3) when there is visual-spatial grounding (e.g., an established spatial layout), and (4) when there is sufficient time and cognitive resources to carry out these processing operations.  These are the conditions in which the embodied theories reign supreme and are precisely on the mark.  Moreover, we believe that the content in the discourse focus (Grosz & Gordon, 1999; Grosz & Sidner, 1986) is an excellent candidate for being a recipient of such cognitive activities.  In contrast, we believe that disembodied representations are more explanatory when the relevant task goals do not encourage embodied processing, when the stimulus is complex, when there is minimal visual-spatial grounding, and when the reading rate is at the fast end of 250-400 words per minute.  Much of the content that is presupposed and highly embedded will not be a good candidate for becoming a fully fleshed out embodied representation.  

Our above analysis addresses the relatively time-consuming integration phase of Kintsch’s construction integration model (Kintsch, 1998) rather than the initial activation of representations.  It is possible to have quick activations of many types of representations, both embodied and symbolic, during the initial activation of information associated with content words.  Much of this automatic activation of representations end up dying away and never make it to the integration phase that establishes a more coherent representation of the meaning of the text.  Experiments that demonstrate a quick activation of embodied representations are therefore not pertinent to our current argument.      


A third challenge for the embodiment framework is that it does not acknowledge the enormous value of symbols and abstractions. There are benefits to abstract representations (Goldstone & Sakamoto, 2003), symbols (Koedinger, Alibali, & Nathan, 2005), and minimally specified representations (Sanford & Graesser, 2006; Sturt et al., 2004) in both text comprehension and learning.  Symbolic representations and operations are sometimes faster, more accurate, and more useful than embodied representations.  It is important to acknowledge the value of abstract representations, but to be fair to the embodiment folks, the existence of abstract concepts does not prima facie challenge the generality of embodiment theories.  Barsalou’s work on perceptual symbol systems (Barsalou, 2003; Barsalou & Wiemer-Hastings, 2005) offers some evidence that a weak form of embodiment underlies many of the abstract concepts.  
Embodiment in Emotions and Deep Thinking   

As discussed earlier, our current version of AutoTutor attempts to track the affective states of the learner on the basis of the dialogue history, facial expressions, body position, keyboard activities, and speech.  We have performed three types of experiments that have tracked the learners’ emotions while interacting with AutoTutor.  One set of experiments simply had a trained judge record the emotions of the learner at random points during learning (Craig et al., 2004).  A second set had college students “emote aloud” while interacting with AutoTutor; we recorded their expressed emotions as well as their facial actions and AutoTutor’s dialog moves immediately before, during, and after a verbalized affect state (D’Mello et al., in press).  A third set of experiments first had college students learn with AutoTutor (uninterrupted) and subsequently replayed tapes of the interaction while the learner, a peer, and an expert made judgments about emotions at sampled points during the tape (Graesser, Picard, & Graesser, 2007).  Pretests and posttests were administered on the tutored material so we could assess learning gains and relate such gains to the incidence of affect states.   

Our research uncovered some interesting trends in relating affect, embodiment, and learning.  For example, we found that confusion was the most prominent emotion that correlated positively with learning gains.  Deep thought is affiliated with confusion and is symptomatic of cognitive disequilibrium (Graesser, Lu, Olde, Cooper-Pye, & Whitten, 2005).  The face normally shows systematic movements during confusion, with changes in eye brows, eye lids, and corners of the lip, as discussed earlier.  Confusion normally occurs immediately after AutoTutor’s short immediate feedback (negative or neutral) and indirect speech acts (such as hints).  There is presumably a social significance to the signals of confusion on the face; it will presumably enhance the likelihood of receiving help from peers.  It is interesting to note that there is a positive correlation between engagement/flow and learning but there are no facial features that robustly discriminate this affect state from neutral.  Without such signals, peers are less likely to interrupt the learner, which is precisely what one would want from a social functional perspective. Boredom is visibly noticeable, but frustration tends to be hidden unless it reaches extreme levels.  The latter trends call for replication, but our findings on confusion and flow/engagement are consistent across experiments.  


So far, it would appear that embodied facial actions and body actions are extremely important manifestations of learning and thinking.  This is precisely what those who advocate an embodied framework would enjoy reading and reporting.  However, there is one other finding that gives us pause.  In particular, the fast majority of the time learners do not exhibit much facial expression and bodily action during learning.  Most of the time they appear neutral or there is no noticeable emotion at all that is manifested in their face and body.  Perhaps most of the embodied activities take place in the mind or brain, rather than actions that can be detected by others.  This possibility we leave to the neuroscientists to explore (Pulvermuller, 2005).
Closing Comment

So where are we left in the embodiment versus symbolic debate?  Some may view us as wishy-washy compromisers and advocates of ho-hum hybrid models.  In truth, our long-term goal is to encourage researchers to identify the conditions under which representations are strong embodied, weak embodied, versus disembodied and also whether symbolic models are modality-specific versus amodal.  It is of course essential to clarify the explanatory foundations of whatever representation is applicable.  However, our immediate goal is to place researchers in sufficient cognitive disequilibrium that confusion and more deep thinking just might prevail over the enthusiasm of carnal imperialism.        

[Debate issues and discussion]

Two sets of issues were brought up during the presentation by Graesser and Jacskon at the workshop.  The first raised the question of how much embodied comprehension occurred during the reading of text and the interactions with AutoTutor.  The fundamental data to be explained was the following pattern of learning gain scores: interactive 3D simulation ≥ normal conversational AutoTutor > reading the textbook =  no training = 0.   The second set of issues raised the question of how embodied AuoTutor is and whether it is similar to human tutors.    

How embodied are the learners’ cognitive representations while reading and while interacting with AutoTutor?    
Rob Goldstone: When you are describing how AutoTutor does a better job than just reading the text, I was surprised to hear you say that [the data] was arguing against an embodied perspective.  I think I see what you’re saying.  You’re saying that when they’re reading the text they’re not creating these real full-blown mental simulations of what’s going on.  But from another interpretation of embodiment, that’s exactly what you would predict. If you think of embodiment as using the world, that’s part of your mind. So the mind’s not just this hermetically sealed symbol-to-symbol system , but it’s actually involving the world.  And the AutoTutor is part of the world, so it’s helping your mind.  So can you say more about why [the data ] is evidence against an embodied perspective, that is, that the corporality helps.

Art Graesser:  The main claim was that when people normally read text on these abstract topics, if they were trying to build an embodied sort of construction in their mind, then presumably they would be doing some comprehending.  However they aren’t.  Now what is going on in AutoTutor may be a combination of embodied experiences and symbolic, whatever that is.  But the main claim was about the lack of difference between doing nothing and reading.  If it were the case when we are reading the abstract material that we construct these mental spaces with visual and enactive representations, then you might expect some comprehension. 

Art Glenberg:  I think indeed the reason why students reading the text aren’t getting much out of it is because much of the text is not grounded for them.  They have no idea what a force vector is. And so, as they’re reading the text, they’re unable to construct a good representation.  And I think Rob is absolutely correct. What AutoTutor is doing is grounding these concepts for people.  AutoTutor is making it possible for people to create an embodied representation of, for example. the physics domain.

Art Graesser:  Okay, now what would you predict if you had a version of AutoTutor that was strictly conversational, that is, learners didn’t have the pop-up simulation environments. How would you compare AutoTutor with those pop-up simulation environments versus without them? Which condition do you think would be best?

Art Glenberg:  It’s hard to answer in the abstract because it will depend on how well AutoTutor can use language, and it will depend on the domain.  If it’s a domain in which people can successfully ground concepts by applying their own experiences, there shouldn’t be much difference between AutoTutor alone and AutoTutor with the pop-ups.  But I would imagine in something like physics, demonstrations with … the pop-ups are going to be valuable.

Art Graesser:  Well that’s what we were hoping. We were hoping it would help for you to put that interactive simulation in there.  It’s visual. They’re manipulating things. They get to see what happens. It’s s very embodied experience.  When you see the data, the difference [between 3D simulation and conversational AutoTutor] is anemic.  Tanner Jackson and I really were wishing for a more dramatic effect, but we didn’t find it, and that was a disappointment.  Maybe we just didn’t ground it in the right way.  

How embodied is AutoTutor and how similar is it to human tutors?  
Unidentified person:  I think the right question to ask here is whether you think that AutoTutor understands the tutee.  In other words, do we work the way that AutoTutor works.  We know we can simulate many things with the computer, but the right question to ask is whether we work the way this machine works.

Art Graesser: Yeah, so one interesting follow-up to that question is that we are now running AutoTutor with speech recognition.  And as you know, speech recognition systems are not too good.  In fact, we think AutoTutor is getting only about 30 or 40% of the content words. However, there might just be enough hooks in AutoTutor where it seems like it’s responding and occasionally connecting.  So people might have the illusion that communication is taking place.  Well you might say: “Oh silly poor computer.  It’s not doing very well.”  But I wonder if that’s not too much different than a real human tutor.  Under conditions when there’s not a lot of successful communication, you still think you’re in this communication process that appears like it’s succeeding.  Maybe that’s normal in a tutoring environment.  So if you compare human tutors with these machine tutors, they may not be that much different. 

Unidentified person (perhaps Mitch Nathan):  Art, I want to push on this idea of what you said regarding  “this AutoTutor is VERY embodied”.  When I think of learning physics and I think of watching simulations and engaging in dialog, it’s not completely unembodied.  But there’s a wide spectrum there, and I wouldn’t classify it as VERY embodied.  So imagine putting these students in this car and having them experience these jolts.  I think what’s happening [in the current AutoTutor] is that the conversation is across a very narrow range of what I think is a much wider range of embodied experience by which we learn a lot of things. When I think about the misconceptions that are so prevalent in physics, a lot of them can be linked to very embodied experiences.  I think, for instance, of these issues with misunderstanding seasonal variation and the sun, and people say, “well the earth is closer to the sun in the summer”. And you find out that they’re often reasoning by analogy with things like, “ooh, when I stand next to a fireplace, I’m much warmer than when I move away from it.” They start to draw these personal experiences and even visceral experiences into play when they make these kinds of judgments. I think when we just cast [embodiment] as observing simulations and getting involved in dialog, we’re sometimes using interactivity as a proxy for embodiment and that’s not necessarily the same thing. When you talk about things like physics or mathematics, there’s a lot more embodiment that could happen.

Art Graesser:  You can consider that there may be a continuum.  If you are just reading printed text, that’s not much embodied.  But maybe as you add more of the conversation and the embedded simulation, that’s more embodied.  And then if you were in a virtual environment, that would be extremely embodied.  And [consider when] you actually can have haptic sensors to get the sensations.  So maybe it’s a continuum.

Unidentified person (perhaps Mitch Nathan):  If it’s a continuum and let’s say it’s a logarithmic continuum, then we really have an issue here.  Because every one of those leaps is enormous in terms of the amount of input that people can be using to make these conceptual gains.

Art Graesser:  Most learners, when they receive the interactive simulations, don’t really use it much.  The ones who use it a lot, learn a lot. But many of them just kind of give up.  They try a couple of times and then they give up.  

Francis Quek:  I have a comment on what you said about simulating conversation and understanding.  I’m drawn to memory of conversations with foreign students who do not quite understand what I am talking about, but they give me all the correct signals.  They nod and they do everything just right.  Two weeks later I go back to them say, “Well, did you do that?”  [the student says] “No”.  They didn’t understand a single thing, but they were too polite to tell me that they didn’t understand a single thing. So simulating the social interaction is by no means an effective way to communicate. In fact, it leads to more misunderstanding than anything else.
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Table 1.  Expectations and misconceptions associated with the rear-collision problem.  

	Correct 

Principles
	1) The magnitudes of the forces exerted by A and B on each other are equal.

2) If A exerts a force on B, then B exerts a force on A in the opposite direction. 

3) The same force will produce a larger acceleration in a less massive object than a more massive object. 

	Misconceptions
	1) A lighter/smaller object exerts no force on a heavier/larger object.

2) A lighter/smaller object exerts less force on other objects than a heavier/larger object.

3) The force acting on a body is dependent on the mass of the body.

4) Heavier objects accelerate faster for the same force than lighter objects.

5) Action and reaction forces do not have the same magnitude.




Table 2: Excerpts from an example dialogue with AutoTutor.

AutoTutor: When a car without headrests on the seats is struck from behind, the passengers often suffer neck injuries. Why do passengers get neck injuries in this situation? Explain why. (MAIN QUESTION)

Student: I don't know.  (This expression by the student is classified as a Metacognitive speech act because it conveys what the student knows about his/her own knowledge.) 

AutoTutor: Could you at least try to give me an answer? That way, we'll have something as a starting place to work from.  (PUMP.  This dialogue move encourages the student to say more, but does not direct the student to express particular information.)

[At this point, the dialogue continues until AutoTutor believes it has detected that an important expected piece of information is missing.]

AutoTutor: Let's try this together. (DISCOURSE MARKER. This is a discourse marker that connects different dialogue moves within a turn.)  

When the collision provides a large force to accelerate the head, what could happen to the neck? (HINT.  This dialogue move leads the student to articulate a particular sentence, clause, or proposition.)

[At this point in the dialogue the student asks a question so AutoTutor needs to provide an answer.]  

Student: What is a force? 

AutoTutor: I'll take a crack at answering your question. (DISCOURSE MARKER)    Force is any influence that tends to accelerate an object; a push or pull; measured in newtons. Force is a vector quantity. (ANSWER. AutoTutor answers the student’s direct question. Answers are either accessed from electronic glossaries or a paragraph is dynamically selected from a textbook.) 

Do you have another question? (QUESTION SOLICITATION. AutoTutor allows the student the opportunity to rephrase his question.)
[At this point, the dialogue continues until AutoTutor believes it has detected a misconception]

AutoTutor: See if you know the answer to this. (DISCOURSE MARKER. AutoTutor prepares the student for a direct question.)  

When the head and body are moving at the same acceleration, they are moving at the same ________? (PROMPT.  This dialogue move encourages the student to fill in a particular word or phrase of information, in this case the word “rate.”  Prompts are needed for students who are low verbal and to elicit a particular noun, verb, or adjective.)

Student-21: distance
AutoTutor-22: Moving at the same rate. (PROMPT COMPLETION. AutoTutor splices in the correct information if the student provides an incorrect answer to its prompt.) 

[At this point, the dialogue continues until AutoTutor launches an interactive simulation].  

AutoTutor: Let’s take a look at simulation that models real world physics. (DISCOURSE MARKER) This simulation demonstrates what will happen when a car without headrests on the seats is struck from behind; the passengers often suffer neck injuries. In this 3D simulation environment, you can see the physics that occurs in reality. (SIMULATION INTRODUCTION. AutoTutor introduces the student to the simulation environment as the simulation is displayed in the interface. This move smoothly transitions the student to the new mode of interaction.) 

[At this point, the dialogue continues until all relevant principles are covered in the conversation, followed by a summary by the tutor]

Figure 1. A computer screen of AutoTutor on conceptual physics with interactive 3D simulation.   
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