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Abstract.  The primary goal of this study was to investigate the role of feedback in an intelligent tutoring system (ITS) with natural language dialogue.  One core component of tutorial dialogue is feedback, which carries the primary burden of informing students of their performance. AutoTutor is an ITS with tutorial dialogue that was developed at the University of Memphis. This article addresses the effectiveness of two types of feedback (content & progress) while college students interact with AutoTutor on conceptual physics.  Content feedback provides qualitative information about the domain content and its accuracy as it is covered in a tutoring session. Progress feedback is a quantitative assessment of the student’s advancement through the material being covered (i.e., how far the student has come and how much farther they have to go).  A factorial design was used that manipulated the presence or absence of both feedback categories (content & progress). Each student interacted with one of four different versions of AutoTutor that varied the type of feedback.  Data analyses showed significant effects of feedback on learning and motivational measures, supporting the notion that “content matters” and the adage “no pain, no gain.”
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Introduction
It has long been known that one-to-one human tutoring is a highly effective form of instruction when compared with traditional classroom settings [1,2].  One of the interesting findings is that even inexperienced tutors, untrained in pedagogy [3], still significantly increase student learning [2,4]. This finding raises a fundamental question: Which components of tutoring are responsible for the significant learning gains?  Researchers have tested many tutoring environments, both human and computer, in an attempt to answer this question.  
Tutorial feedback is presumably a vital component in the process of tutorial dialogue, learning outcomes, and the metacognitive states of the learner.  Many aspects of tutorial feedback have been studied within the realm Intelligent Tutoring Systems (ITS): feedback content, feedback latency, control of feedback, purpose of feedback, and so on [5]. ITS researchers have recently incorporated tutorial dialogue in natural language in their investigations of feedback, with feedback being implemented at varying grain sizes [6,7,8].  Researchers at the Institute for Intelligent Systems at the University of Memphis have created an ITS called AutoTutor that uses natural language to tutor students in various domains (computer literacy, conceptual physics, and critical thinking).  Recent work on AutoTutor has examined potential dialogue components, including feedback, that contribute to overall learning gains [9].  The present study investigated the effectiveness of two types of feedback while college students interact with AutoTutor on conceptual physics.
1. Two Types of Feedback: Content and Progress
This study focuses on two particular categories of feedback: content feedback and progress feedback.  Content feedback provides qualitative information about the domain content and its accuracy as it is covered in a tutoring session. Progress feedback is a quantitative assessment of the student’s advancement through the material being covered (i.e., how far the student has come and how much farther they have to go).  These two categories of feedback are not mutually exclusive and sometimes coexist to varying degrees.  However, they will be considered separately for the current purposes.
Almost all of the work on feedback within the ITS community has focused on the important parameters surrounding content feedback.  This includes assessing the accuracy of the students’ information, flagging and/or remediating any errors when they are found, the timing of feedback presentation, and other domain-specific computations [5,10].  Research by Anderson and colleagues (1995) manipulated the control of feedback (controlled by tutor versus sought by student) and the information included in the feedback (e.g., identifying an error versus identifying and including a possible explanation/solution).  They found that including an explanation or solution to an error increased knowledge retention after a delay.

The previous research on content feedback has typically demonstrated its importance.  This body of previous research has recently been synthesized in an article by Schute (2006), in which she attempts to organize the scientific findings into some modicum of a coherent framework [11].
Contrasted with content feedback, progress feedback simply provides the student with an approximate measure of how well they are moving forward through the learning process.  Tutors often unknowingly produce this kind of feedback when they say something like, “alright, you’ve completed several practice problems so let’s do two more and then we can move on”.  This simple statement lets the student know that they have been working on this concept for a while and that they will only have a few more things to try before they get a break.  This progress feedback provides the student a sense of accomplishment and gives them an idea of how much they have left to do [12].  Most research on progress feedback has fallen within the education and survey methodology literature.  
Progress feedback has been shown to increase motivation and the desire to improve performance through an increase in self-efficacy.  The concept of self-efficacy refers to a person’s beliefs about their own capacity to learn or perform at specific levels.  Previous research in school settings has shown that there is an increase in student self-efficacy as a function of increases in attention to individual student progress [13].  On the flip side, as students have fewer feelings of making progress, they begin to drop in levels of self-efficacy.  Schunk and colleagues have demonstrated that there is an associated increase in student self-efficacy and motivation to continue improving performance by providing feedback on the overall progress through learning [12].  These empirical findings support the possibility that educational games that combine motivation, fine-grained feedback, and serious content can have a major impact on the educational enterprise.  

Recent research by Conrad, Couper, Tourangeau, and Peytchev (2005) has investigated the use of progress feedback within survey methodology [14].  These researchers have reported that respondents often make an initial and lasting impression of their progress while answering a set of questions.  A second study reported in Conrad et al. (2005) suggested that an intermittent display of progress in the late phase of an experiment may provide the most benefits and fewest costs, when compared to steady progress or on-demand progress feedback.

Progress feedback has received very little or no attention in the ITS field, yet it may play a vital role in developing longer-term learning relationships between computer tutors and learners.  This feedback may be needed to help encourage return visits with learning systems and to foster user’s self-efficacy that will ultimately lead to improved learning.
2. AutoTutor
AutoTutor has been described in other publications [6,8,15], so it will only be briefly discussed here. AutoTutor is an ITS with an intelligent agent that can deliver conversational dialogue that ideally is both pedagogically effective and engaging.   The researchers and designers of AutoTutor have developed a tutorial model that simulates novice tutoring strategies [16]. The tutorial model includes theories of pedagogical strategies as well as naturalistic dialogue.  Unlike humans, AutoTutor can manipulate the tutorial dialogue in a controlled and systematic manner at both fine-grained and global levels.  AutoTutor makes use of an animated conversational agent with facial expressions, synthesized speech, and rudimentary gestures.  AutoTutor is more than an information delivery system.  It is a collaborative scaffold that uses natural language conversation to assist students in actively constructing knowledge. 
AutoTutor utilizes strategies that are common to human tutors, such as expectation tailored dialogue.  Most human tutors work with students through a problem and look for particular correct answers (called expectations) and particular misunderstandings (misconceptions). There are typically multiple expectations and misconceptions associated with each problem.  As a learner articulates an answer or solves a problem, the tutor is constantly comparing the student’s answer content with the expectations and misconceptions.  AutoTutor performs this same comparison and uses it to adaptively and appropriately respond whenever particular expectations or misconceptions arise. This tutoring process is referred to as expectation and misconception tailored dialogue (EMT dialogue) [17].  
AutoTutor utilizes Latent Semantic Analysis (LSA) and other conceptual pattern matching algorithms to make the EMT dialogue comparisons for each learner contribution.  LSA is a high-dimensional, statistical analysis that uses vector quantities to represent general semantic knowledge.  The similarity of content is represented as a cosine, a numerical value that typically ranges from 0 (not at all similar) to 1 (exactly the same).  These vectors are used to calculate the conceptual similarity of any two segments of text, which could be as small as a word or as large as a complete document [18].  For example, a target piece of text (i.e., a student contribution) is selected and LSA compares it to another bit of text (i.e., one of the expectations from the current problem).  LSA calculates the conceptual similarity between student contributions and expected good answers (and also to possible misconceptions).   AutoTutor uses the LSA value to determine if expectations (or misconceptions) can be considered covered and to determine which is the next appropriate move based on a given pedagogical strategy.
AutoTutor has been evaluated on learning gains in a collection of studies.  These evaluations have continually shown significant learning gains for the students who interact with the tutor, with effect sizes of approximately .8 standard deviation units [6,8].  Given that we have empirically established AutoTutor’s effectiveness on learning gains, we have extended our manipulations of interest to examine potential causes of the learning.  
3. A Study that Compares Content and Progress Feedback
As discussed earlier, the ITS research on feedback has largely focused on aspects of content feedback, but little or no attention to progress feedback.  Available ITS research has provided no direct comparisons between the cognitive components of content feedback with the motivational components of progress feedback.  Such a comparison would be desired to better understand how tutoring can provide an effective, efficient, and possibly long-term learning experience.  In some sense, the present study is comparing cognition and motivation.  Our focus on the two types of feedback (content versus progress) decomposes each kind of feedback into both local and global levels (which will not be directly compared in this paper).  Local levels allow more fine-grained and immediate feedback; these occur frequently.  In contrast, the global levels provide a more coherent or overall sense of feedback; these occur occasionally.  Each level of feedback should provide a unique contribution to the learning experience.
3.1. Procedure

The experiment had a factorial design that manipulated the presence or absence of content feedback and the presence or absence of progress feedback.  The experiment consisted of three phases: pretest phase, training phase, and posttest phase.

During the pretest phase, participants completed a demographics survey followed by a 25 item pretest.  The pretest consisted of 25 multiple choice physics questions, either pulled from or similar to the Force Concept Inventory (FCI).  The FCI is an established test in the area of conceptual physics [19].

The training phase involved the participants working with AutoTutor through four conceptual physics problems in one of four different conditions.  These conditions are discussed in more detail below.  All versions of AutoTutor covered the same four problems and utilized the same working algorithms as previous versions of AutoTutor.

The posttest phase included two sets of questions.  The posttest assessed conceptual physics knowledge through a different set of 25 questions (counterbalanced across participants with the set of 25 physics questions from the pretest).  The second set of questions addressed levels of motivation and users’ attitudes towards the tutor (13 questions).  
3.2. Experimental Conditions.  
A 2x2 factorial design was used to create four conditions with different combinations of feedback components.  In this study, local and global levels of feedback were combined (rather than separated) so all feedback variations treated both local and global levels together.  The four conditions consisted of content and progress feedback together (screenshot in Figure 1), content feedback only, progress feedback only, and no feedback.
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Figure 1. AutoTutor in the Content+Progress Feedback condition.
Content+Progress Condition.  This condition had both content and progress feedback.   Figure 1 shows a screen shot of this condition.  Regarding the content feedback, the global level of content feedback consisted of a summary of the solution to a problem, after the AutoTutor-student dialogue on the problem was completed.  The local content feedback consisted of the coloring of important words within a dialogue history box that was presented on the computer screen.  All dialogue (either spoken by the tutor or typed in by the student) was presented on the screen in a dialogue history box (lower-left corner of Figure 1).  In each expectation, there were several important words required to understand the concept (e.g., horizontal velocity, free-fall, gravity).  In the dialog history window these important words were presented in red (rather than black) to distinguish the important concepts stated by the tutor.  

The Content+Progress condition also included both levels of progress feedback.  The global progress feedback consisted of a game points system, where students were awarded points depending on their level of progress through each problem (i.e., how quickly they covered certain expectations within a problem).  The local level of progress feedback included the addition of progress bars, which visually represented the level of progress for each individual expectation within a problem (one bar for each expectation).  The value displayed in each bar directly corresponded to the latent semantic analysis (LSA) value for each respective expectation in that problem.  

Content-only Condition.  The content feedback condition included both global and local levels of content feedback only.  This condition included summaries and colored words, but did not include either type of progress feedback. 
Progress-only Condition.  This condition included local and global levels of progress feedback, but excluded both types of content feedback.  That is, game points and progress bars were displayed, but answer summaries and highlighted words were excluded.

No Feedback Condition.  This condition included none of the aforementioned types of feedback.  
4. Results
A total of 83 students were included in the following analyses.  Students’ raw performance on the pretest and posttest were converted into proportion scores (see Table 1 for means).  These proportion scores were used to calculate two learning measures. Simple learning gains were computed for each student by subtracting their pretest proportion from their posttest proportion.  This provided a direct measure of improvement from pre- to post-test.  One problem with the simple learning gains is that they are biased towards students with low pretest scores because they have more room for improvement.  Therefore, the proportional learning gains were computed as an additional learning measure: [(post-test – pretest)/(1-pretest)].  Means for simple and proportional learning gains for each condition are presented in Table 1.
Table 1. Means (SD) on learning measures for all 4 conditions (n=83)
	Conditions
	Pretest Proportion
	Posttest Proportion
	Simple Learning Gains
	Proportional Learning Gains

	Nothing
	.38 (.11)
	.43 (.16)
	.05 (.13)
	.07 (.23)

	Progress Feedback
	.41 (.11)
	.48 (.17)
	.08 (.12)
	.14 (.21)

	Content Feedback
	.33 (.09)
	.51 (.17)
	.19 (.16)
	.28 (.25)

	Content & Progress Feedback
	.35 (.12)
	.48 (.13)
	.13 (.12)
	.19 (.17)


4.1. Learning Measures
An ANOVA with a 2x2 factorial design was performed on each of the learning measures.  There was a statistically significant main effect of content feedback for both simple learning gains, F(1,79) = 10.83, p < .05, MSe = .018, and for proportional learning gains, F(1,79) = 7.20, p < .05, MSe = .047.  However, the main effect of progress feedback was not statistically significant for simple learning gains, F(1,79) = 0.22, p  > .50, MSe = .018, and for proportional learning gains, F(1,79) = 0.03, p  > .50, MSe = .047.   There were no significant interactions between content and progress feedback,  F(1, 79)= 2.30, p > .10, MSe = .018, and F(1, 79)= 2.43, p > .10, MSe = .047, respectively.  These results are consistent with the conclusion that it is the content feedback that matters, not the progress feedback.  
4.2. Interest and Motivation Measures
Analyses performed on the motivation and interest measures revealed an interesting contrast to those from the learning measures.  All motivational and interest measures were rated on a six-point scale with higher numbers reflecting an increase in agreement (e.g., a higher score for motivation means they felt more motivated).  An ANOVA with a 2x2 factorial design was performed on each of the 13 motivational and interest measures.  There was a statistically significant main effect of content feedback (lower ratings for those exposed to content feedback) for both interest in the tutoring experience, F(1, 79)= 7.05, p < .05, MSe = 2.284, and for feeling motivated, F(1, 79)= 6.651, p < .05, MSe = 2.355. The significant findings presented here  are representative of an overall trend in which students who received some form of content feedback (either content only or the combination of content and progress feedback) actually rated most motivation and attitude measures lower than those students who did not receive any form of content feedback (progress only or no feedback).  The main effect of progress feedback was not significant for any of the measures, including interest in the experience, F(1, 79)= 0.22, p > .60, MSe = 2.284, and motivation F(1, 79)= 0.00, p > .90, MSe = 2.355.  The interaction between content and progress feedback was not significant for either interest in the tutoring experience, F(1, 79)= 3.22, p > .05, MSe = 2.284, or feeling motivated, F(1, 79)= 0.86, p > .30, MSe = 2.284.  The significant main effect revealed that students who interacted with some form of content feedback actually rated their interest and motivation levels as lower than students who interacted with either progress feedback or no feedback at all.
5. Discussion and Implications
The results from the learning outcomes clearly support the inclusion of content feedback.  Students who received at least some form of content feedback benefited more from the tutoring than those who received either progress or no feedback.  Simply put, it is the content that matters, a purely cognitive variable, when considering the impact of feedback on learning.  Progress feedback did not significantly affect learning.   

The results from the motivational and attitudinal measures will be counterintuitive to some researchers and instructors.  The exposure to content feedback yielded lower ratings, whereas it is not the case that exposure to progress feedback increased motivation ratings (the no feedback condition actually had the highest scores). The motivation and attitude of the learners was inversely related to the occurrence of feedback, and particularly the content feedback where they learned the most.   
Taking into account the results from both learning and motivational measures we come away with the provocative picture that can be captured in the adage, “no pain, no gain”.  These data clearly demonstrate an inverse relationship between liking a tutoring experience and how much that gets learned.  The learning outcomes demonstrate that the content feedback provides the most effective learning experience, whereas the motivational measures tend to show a dislike for content feedback.  And of course, a dislike of the learning experience would be expected to decrease the likelihood of a return visit to the tutor for those students who do not want to be challenged.  As researchers and developers, we are left in a quandary:  We want to provide the most productive learning experiences possible, yet we also want to build an environment that learners enjoy using and would be willing to use again.  This represents an ongoing struggle between liking and learning for ITS researchers.  Somehow we need to settle on a delicate balance.  
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