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Computerized Learning Environments that Incorporate Research in Discourse Psychology, Cognitive Science, and Computational Linguistics

One of the salient characteristics of the research by Walter Kintsch, Tom Landauer, and Lyle Bourne is that they have attempted to solve a three body problem.  Specifically, they have attempted to productively coordinate science, computation, and application.  It takes considerable depth, breadth, intelligence, and creativity to solve the three body problem - much more than possessed by nearly all of our colleagues in experimental psychology, cognitive science and discourse processing.  Their contributions in the arena of computation have included analytical models in mathematical psychology, statistical algorithms, and computer models with diverse computational architectures.  They have designed, implemented and tested several pioneering applications, including computerized learning systems, automated essay graders, and human-computer interfaces that can be effectively used by humans.  The interdisciplinary vision of three honorees for this Festschrift has profoundly inspired our research agenda, as will be made apparent in this chapter.


This chapter presents highlights of computerized learning environments that we have recently built and are currently testing at the interdisciplinary Institute for Intelligent Systems at the University of Memphis.  The primary focus will be on AutoTutor, a computer tutor that helps students learn by holding a conversation with them in natural language.  This web-delivered learning environment is designed with an architecture that attempts to be faithfully close to what we know about human tutoring strategies, discourse processing, cognition, and comprehension.  The links among science, computation, and application will hopefully be made apparent.  We will then briefly describe another computer application, called iSTART, a trainer that helps readers learn how to use deep comprehension strategies.  
AutoTutor


Art Graesser, Xiangen Hu, and their colleagues have designed, developed, and tested AutoTutor.  AutoTutor is a tutoring system that helps students construct answers to computer literacy questions and qualitative physics problems by holding a conversation in natural language (Graesser, Person, Harter, & Tutoring Research Group [TRG], 2001; Graesser, Person, & Hu, 2002; Graesser, VanLehn, Rose, Jordan, & Harter, 2001; Graesser, Wiemer-Hasting, Wiemer-Hastings, & Kreuz, 1999).  AutoTutor asks questions or presents problems that require approximately 3-7 sentences to produce an ideal answer.  However, the initial answers to these questions by students are typically only 1-2 sentences in length.  This is where tutorial dialog is particularly helpful. AutoTutor engages the student in a mixed initiative dialog that assists the student in the evolution of an improved answer, drawing out more of the student’s knowledge relevant to the answer. The dialog between AutoTutor and the student typically lasts 30-100 turns (i.e., the student expresses something, then the tutor, then the student, and so on).  



AutoTutor produces several categories of dialog moves that facilitate covering information that is anticipated by AutoTutor’s curriculum script.  AutoTutor delivers its dialog moves via an animated conversational agent (synthesized speech, facial expressions, gestures), whereas students enter their answers via keyboard. AutoTutor provides feedback to the student (positive, neutral, negative feedback), pumps the student for more information (“What else”), prompts the student to fill in missing words, gives hints, fills in missing information with assertions, identifies and corrects bad answers, answers students’ questions, and summarizes answers.  As the student expresses information over many turns, the information in the 3-7 sentences is eventually covered and the question is answered.  During the process of supplying the ideal answer, the student periodically articulates misconceptions and false assertions.  If these misconceptions have been anticipated in advance and incorporated into the program, AutoTutor provides the student with information to correct the misconceptions.  Therefore, as the student expresses information over the turns, this information is compared to anticipated correct information (called expectations) and incorrect information (called misconceptions) and AutoTutor formulates its dialog moves in a fashion that is sensitive to the student input. We refer to this tutoring mechanism as expectation and misconception tailored dialog (EMT dialog).  



It is important to acknowledge that the tutorial dialog patterns of AutoTutor were motivated by research in discourse processing and cognition.  This design of AutoTutor was inspired by explanation-based constructivist theories of learning (Chi, deLeeuw, Chiu, LaVancher, 1994; VanLehn, Jones, & Chi, 1992), by Anderson’s cognitive tutors that adaptively respond to student knowledge (Anderson, Corbett, Koedinger, & Pelletier, 1995), and by previous empirical research that has documented the collaborative constructive activities that routinely occur during human tutoring (Chi, Siler, Jeong, Yamauchi, & Hausmann, 2001; Fox, 1993; Graesser & Person, 1994; Graesser, Person, & Magliano, 1995). This research has indicated that the process of actively constructing explanations and elaborations of the learning material produces better learning than merely presenting information to students. That is, constructivism is superior to mere instructionism (information delivery).  This is where human tutors excel in scaffolding learning; they guide the students in productive constructive processes and simultaneously respond to the students’ information needs.  



The EMT dialog moves of AutoTutor and most human tutors are not particularly sophisticated from the standpoint of ideal tutoring strategies that have been proposed in the fields of education and artificial intelligence (Graesser et al., 1995).  Graesser and colleagues videotaped over 100 hours of naturalistic tutoring, transcribed the data, classified the speech act utterances into discourse categories, and analyzed the rate of particular discourse patterns.  These analyses revealed that human tutors rarely implement intelligent pedagogical techniques such as bona fide Socratic tutoring strategies, modeling-scaffolding-fading, reciprocal teaching, frontier learning, building on prerequisites, or diagnosis/remediation of deep misconceptions (Collins, Brown, & Newman, 1989; Palincsar & Brown, 1984; Sleeman & Brown, 1982).  In Socratic tutoring, the tutor asks learners illuminating questions that lead the learners to discover and correct their own misconceptions in an active, self-regulated fashion.  In modeling-scaffolding fading, the tutor first models a desired skill, then has the learners perform the skill while the tutor provides feedback and explanation, and finally fades from the process until the learners perform the skill all by themselves.  In reciprocal teaching, the tutor and learner take turns working on problems or performing a skill, giving feedback to each other along the way.  Tutors who use frontier learning select problems and give guidance in a fashion that slightly extends the boundaries of what the learner already knows or has mastered.  Tutors who build on prerequisites cover the prerequisite concepts or skills in a session before moving to more complex problems and tasks that require mastery of the prerequisites.  Instead of implementing these and many other sophisticated tutoring strategies, tutors tend to coach students in constructing explanations according to the EMT dialog patterns. 



The EMT dialog strategy is also substantially easier to implement computationally than are the sophisticated tutoring strategies.  On this dimension, the computational and psychological solutions are perfectly compatible.  AutoTutor uses Latent Semantic Analysis (LSA) for its conceptual pattern matching algorithm when evaluating whether student input matches the expectations and misconceptions.  LSA is discussed in more detail within other chapters in this volume because Tom Landauer, Walter Kintsch, and their colleagues were pioneers in inventing, testing, and applying it (Foltz, Gilliam, & Kendall, 2000; E. Kintsch et al., 2000; W. Kintsch, 1998, 2001; Landauer & Dumais, 1997; Landauer, Foltz, & Laham, 1998).  LSA is a high-dimensional, statistical technique that, among other things, measures the conceptual similarity of any two pieces of text, such as a word, sentence, paragraph, or lengthier document.  To do so, a cosine between the LSA vector associated with E (or M) and the vector associated with student input S is calculated.  An expectation (E) or misconception (M) is scored as covered if the match between E or M and the student’s text input S meets some threshold, which has varied between .40 and .65 in previous instantiations of AutoTutor.


As an example, consider the question and ideal answer in Table 1.  The ideal answer has a paragraph of information that captures the reasoning behind the answer to the question.  There are four key expectations embedded within the ideal answer; AutoTutor expects these answers to be covered in a complete answer and will direct the dialog in a fashion that finesses the students to articulate these expectations (through prompts and hints).  AutoTutor stays on topic by completing the sub-dialog that covers expectation E before starting a sub-dialog on another expectation. For example, suppose that expectation 2 needs to be articulated in the answer.  The following family of prompts is available to encourage the student to articulate particular content words in expectation 2 (The earth exerts a gravitational force on the sun).  
a) The gravitational force of the earth is exerted on the ____

b) The sun has exerted on it the gravitational force of the ____

c) What force is exerted between the sun and earth?  ____

d) The earth exerts on the sun a gravitational ____

AutoTutor first considers everything the student expresses during turns 1 through N to evaluate whether expectation 2 is covered.  If the student has failed to articulate one of the four content words (sun, earth, gravitational, force), AutoTutor selects the corresponding prompt (a, b, c, and d, respectively).  Therefore, if the student has made three assertions at a particular point in the dialog, then all possible combinations of assertions X, Y, and Z would be considered in the matches [i.e., cosine (vector E, vector S)]: X, Y, Z, XY, XZ, YZ, XYZ.  The maximum cosine match score is used to assess whether expectation 2 is covered.  If the match meets or exceeds threshold T, then expectation 2 is covered.  If the match is less than T, then AutoTutor selects the prompt (or hint) that has the best chance of improving the match (that is, if the student provides the correct answer to the prompt).  Only explicit statements by the student are considered to determine whether expectations are covered.  As such, this approach is compatible with constructivist learning theories that emphasize the importance of the student generating the answer.    
INSERT TABLE 1 ABOUT HERE



The conversation is finished for the question in Table 1 when all four expectations are covered.  In the meantime, if the student articulates information that matches misconception 5 or 6, the misconception is corrected as a sub-dialog and then the conversation returns to finishing coverage of the expectations.  Again, the process of covering all 4 expectations and correcting misconceptions that arise normally requires a dialog of 30-100 turns (or 15-50 student turns).  


In addition to asking questions, AutoTutor attempts to handle questions posed by the student.  However, somewhat surprisingly, students rarely ask questions in classrooms, human tutoring sessions, and AutoTutor sessions (Graesser & Olde, in press; Graesser & Person, 1994; Otero & Graesser, 2001). The rate of student questions is 1 student question per 6-7 hours in a classroom environment and 1 per 10 minutes in tutoring. Although it is pedagogically disappointing that students ask so few questions, the good news is that this aspect of human tutor interaction makes it easier to build a dialog-based intelligent tutoring system such as AutoTutor.  It is not computationally feasible to interpret any arbitrary student input from scratch and to construct a mental space that adequately captures what the student has in mind.  Instead, the best that AutoTutor can do is to compare student input with expectations through pattern matching operations.  Therefore, what human tutors and students do is compatible with what currently can be handled computationally within AutoTutor.    


At this point, our research group is fine-tuning the LSA-based pattern matches between student input and AutoTutor’s expected input.  The good news is that LSA does a moderately impressive job of determining whether the information in student essays match particular expectations associated with an ideal answer.  For example, in one of our recent studies, we asked experts in physics or computer literacy to make judgments concerning whether particular expectations were covered within student essays.  A coverage score was computed as the proportion of expectations in the student essay that judges believed were covered, using either stringent or lenient criteria. Similarly, LSA was used to compute the proportion of expectations covered, using varying thresholds of cosine values on whether information in the student essay matched each expectation.  Correlations between the LSA scores and the judges’ coverage scores were approximately .50 for both conceptual physics (Olde, Franceschetti, Karnavat, Graesser, & TRG, 2002) and computer literacy (Graesser et al., 2000).  Correlations generally increase as the length of the text increases, yielding correlations as high as .73 (Foltz et al., 2000).  LSA metrics also did a reasonable job tracking the coverage of expectations and the identification of misconceptions during the course of AutoTutor’s tutorial dialogs.    


Unfortunately, sometimes the thresholds are not set right and there are undesirable consequences.  If the threshold is set too low, then the expectations are considered as covered without the students articulating enough information.  If the threshold is set too high, then students become extremely irritated.  They believe they have covered an expectation (sometimes over several turns), but the threshold is not quite met so AutoTutor does not agree.  One method to handle this problem is to compute different threshold values on the basis of the expectations that need to be covered.  For example, the threshold should be set higher to the extent that the expectation has more words or a higher vector length.  This approach takes into consideration chance probabilities of a match.  That is, the chance value of the cosine match between two documents increases monotonically as a function of the size (number of words) of the documents, being as high as .50 for 256-word texts that have words randomly selected from a physics textbook (Penumatsa et al., 2003).  However, there are alternative, more dynamic LSA evaluations of matches discussed below.  
After examining the LSA spaces for a number of corpora, we realized, and later proved mathematically, that the first dimension of the LSA vector is always the same sign (Hu, Cai, Franceschetti et al., 2003).  We also discovered from various tests that the first dimension is not diagnostic in predicting matches between pairs of texts.  Given these facts, we made several improvements in the use of LSA in AutoTutor.  In one modification, we first applied some pre-processing of the LSA space.  This includes: (a) de-emphasizing the first dimension of the LSA vector when computing cosine matches between documents, (b) weighting dimensions with a monotonic function of the singular values (from the singular value decomposition of the original co-occurrence matrix), and (c) normalizing dimensions of LSA space.  We then used relative cosine values (that are compared to a threshold that is a function of the sizes of the contribution and expectation) rather than absolute cosine values when evaluating student’s contributions. This approach is believed to improve the metric of similarity between pairs of texts (e.g., student input and expectations).  

After examining the mathematics of LSA, we were able to identify formal relations between explicit similarity measures (such as weighted keyword matches between two documents) and LSA-based similarity measures (such as LSA cosine matches; Hu, Cai, Louwerse, et al. 2003, Theorem 2). This led us to improve LSA in AutoTutor in a different direction. First, in the EMT dialog in AutoTutor, the student usually makes several attempts to cover an expectation. AutoTutor uses LSA to evaluate every contribution from the student. If AutoTutor were using explicit similarity measures, then for every contribution the student makes to cover an expectation, AutoTutor should be able to explicitly decompose the contributions into four different types of information: (1) new and relevant, (2) new and irrelevant, (3) old and relevant, and (4) old and irrelevant. Such a decomposition for an LSA-based similarity measure can be approximated, based on the relationship between LSA cosine matches and explicit similarity measures between documents. In order to approximate such a decomposition in EMT dialog, we used a method called the span method. 

To better understand the span method, consider the LSA vector for the target (expectation) as E, and contributions from the student as C1,…,Cn.  The first step is to decompose C1 into two vectors: one that is parallel to E (new and relevant) and another vector that is perpendicular to E (new and irrelevant).  C2 is decomposed into two vectors: one that is parallel to C1 (old, because it is contained in C1) and another that is perpendicular to C1 (new, because it is not in C1).  Furthermore, old information is decomposed into two vectors: parallel to E (old and relevant) and perpendicular to E (old and irrelevant). Similarly, new information is decomposed into two vectors: parallel to E (new and relevant) and perpendicular to E (new and irrelevant). For C3, there is a decomposition into two parts: perpendicular to the span of C1 and C2 (new, because it is not contained in C1 and C2) and parallel to the span of C1 and C2 (old, because it is contained in C1 and C2). For contribution Ci, new information is the decomposed vector of Ci that is perpendicular to the span of C1, C2,… Ci-1 and old information is the decomposed vector that is parallel to the span of C1, C2,… Ci-1. We found that this span method performed much better in evaluating students’ contributions (Hu, Cai, Louwerse et al., 2003).


The question arises whether AutoTutor is successful in promoting learning gains.  It is well established that one-to-one tutoring is a powerful method of promoting learning (Cohen, Kulik, & Kulik, 1982; Corbett, 2001), even though the vast majority of the human tutors have moderate domain knowledge and little or no training in pedagogy or tutoring.  These unaccomplished human tutors enhanced learning with an effect size of .4 standard deviation units (called sigma’s), which translates to approximately an improvement of half a letter grade (Cohen et al., 1982).  According to Bloom (1984), accomplished human tutors produce effect sizes of 2 sigma (although the magnitude of this effect is suspect due to the relatively small number of studies that have looked at accomplished tutors).  In the arena of computer tutors, intelligent tutoring systems with sophisticated pedagogical tactics, but no natural language dialog, produce effect sizes of approximately 1 sigma (Corbett, 2001).  Previous versions of AutoTutor have produced gains of .4 to 1.5 sigma (a mean of .8), depending on the learning performance measure, the comparison condition (either pretest scores or a control condition in which the learner reads the textbook for an equivalent amount of time as the tutoring session), the subject matter, and the version of AutoTutor (Graesser et al., 2003; Person, Graesser, Bautista, Mathews, & TRG, 2001).  These results place previous versions of AutoTutor somewhere between an unaccomplished human tutor and an intelligent tutoring system.  Moreover, one recent evaluation of physics tutoring remarkably reported that the learning gains produced by accomplished human tutors in computer mediated communication were equivalent to the gains produced by AutoTutor.  


We have focused on LSA in this section, but it is important to point out that AutoTutor has many other components that are needed to manage a mixed initiative dialog with the student.   AutoTutor attempts to handle any input that the student types in, whether it is grammatical or ungrammatical.  This is possible in part because of the recent advances in computational linguistics that have provided lexicons, corpora, syntactic parsers, shallow semantic interpreters, and a repository of free automated modules (Jurafsky & Martin, 2000).  AutoTutor currently manages a surprisingly smooth conversation with the student, even though it does not deeply analyze the meaning of the student contributions, does not build a detailed common ground, and does not have an intelligent symbolic planner.  We have tuned the dialog facilities of AutoTutor to the point where bystanders cannot accurately decide whether a particular dialog move was generated by AutoTutor or a human tutor (Person, Graesser, & TRG, 2002).  Thus, it has surprisingly passed our bystander Tutoring test when assessing individual dialog moves.  Our next steps include blending in deeper comprehension modules, dialog planners, and pedagogical strategies, and determining the extent to which these sophisticated components improve learning gains.  
iSTART


Similar to AutoTutor, iSTART (Interactive Strategy Trainer for Active Reading and Thinking) is based on the assumption that actively constructing explanations and elaborations of written material produces better learning and comprehension than passive reading.  Active, strategic reading processes are particularly critical when the reading material is difficult or less cohesive, such as science texts. Danielle McNamara and colleagues are developing this automated reading strategy trainer for high-school and college classrooms to help students learn strategies that improve comprehension of challenging text material. The development of iSTART was largely inspired by work conducted by the three honorees.  Walter Kintsch’s construction-integration model of text comprehension provided the backbone and foundation of this research program (Kintsch, 1988).  In addition, research showing that the inhibitory effects of text incohesion were accentuated for low-knowledge readers indicated a need to help struggling students better deal with these inevitable texts (McNamara, E. Kintsch E., Songer, & W. Kintsch, 1996; McNamara & W. Kintsch, 1996).  Work by Lyle Bourne (Healy & Bourne, 1995) emphasized the dependence of long term, stable knowledge acquisition on learning situations that target cognitive processes that are needed to perform well on retention or comprehension tests. Finally, Tom Landauer’s work on Latent Semantic Analysis (Landauer & Dumais, 1997) inspired the tools necessary to appropriately interact with students during reading strategy training (Magliano, Wiemer-Hastings, Millis, Muñoz, & McNamara, 2002; Millis, Magliano, Wiemer-Hastings, & McNamara, 2001). 


iSTART is based on previous experiments which demonstrated that self-explanation coupled with reading strategy training (Self-Explanation Reading Training or SERT) increases comprehension scores and course grades (McNamara, 2003; McNamara & Scott, 1999).  SERT was inspired by previous research showing the benefits of strategy instruction (Bielaczyc, Pirolli, & Brown, 1995; Palinscar & Brown, 1984). The SERT intervention is much like techniques based on thinking aloud (Baumann, Seifert-Kessell, & Jones, 1992; Coté, Goldman, & Saul, 1998). However, SERT places greater emphasis on the use of active reading strategies to explain the text than have previous think-aloud interventions.  The basis for SERT was a technique called self-explanation, the process of explaining the meaning of text while reading. Readers who explain the text either spontaneously or when prompted to do so understand more from the text and construct better mental models of the content (Chi et al., 1994).  Unfortunately, some readers self-explain poorly.  Reading strategy instruction within SERT (and iSTART) improves the quality and effectiveness of self-explanation.  In turn, the process of self-explanation helps the reader to better learn the reading strategies by rendering them more tangible. 

iSTART delivers reading strategy training using an interactive and adaptive format.  Pedagogical agents interact with each other and with the user to increase active processing and participation by the student.  Like SERT, iSTART begins with a brief instruction that includes definitions and examples of self-explanation and reading strategies.  The strategies focus on the benefits of predicting what the text will say, making bridging inferences between separate ideas in the text, using prior knowledge and logic to understand the text, and monitoring comprehension.  After this instructional phase, the student identifies which strategies are being used within examples of self-explanation.  The student then types in explanations to sentences from science texts.  The system analyzes the self explanations and provides feedback to the user.  Thus, iSTART includes four activities: instruction, modeling, strategy identification, and practice.  
Closing Comments

As in the case of our three honorees, we have recognized the importance of interdisciplinary research and of integrating science, computation, and applications.  The challenges of this vintage of research are profound and sometimes painful, but the products of our efforts are particularly rewarding.  In addition to AutoTutor and iSTART, we have developed some additional computer-based applications.  We have a website that helps military personnel learn and retrieve information about the ethical conduct of research on humans (called the HURA Advisor).  We have developed a website that helps survey methodologists improve questions on questionnaires by critiquing questions with respect to comprehension difficulty (called QUAID).  More recently, we developed a web facility that analyzes texts on dozens of dimensions of language, cohesion, and comprehension difficulty (called CohMetrix).  Our hope is that our research and applications will positively impact our field and society.  We consider ourselves fortunate to be following the footsteps of scientists whose work will have a genuine impact on the world.   
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Table 1
Expectations and misconceptions for the Earth Sun problem
	Question
	The sun pulls on the earth with the force of gravity and causes the earth to move in orbit around the sun. Does the earth pull equally on the sun?  Why?



	Ideal Answer
	The force of gravity between earth and sun is an interaction between these two bodies. According to Newton's third law of motion, if one body exerts a force on the other then the other body must exert an equal and opposite force on the first body. Therefore, the sun must experience a force of gravity due to the earth, which is equal in magnitude and opposite in direction to the force of gravity on earth due to the sun.

	Expectations
	1) The sun exerts a gravitational force on the Earth. 

2) The earth exerts a gravitational force on the sun. 

3) The two forces are a third-law pair. 

4) The magnitudes of the two forces are the same.

	Anticipated 

Misconceptions
	5) Only the larger object exerts a force. 

6) The force of earth on sun may be less than that of sun on earth.


