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Abstract

AutoTutor is an animated conversational agent that simulates a human tutor by holding a conversation with a learner in natural language. AutoTutor holds a mixed initiative dialogue by asking and answering questions, giving hints, filling in missing pieces of information, and correcting misconceptions.  Some versions of AutoTutor have speech recognition, 3-D interactive simulation, and emotion sensing mechanisms in order to enhance the learner’s engagement and the depth of the learning. AutoTutor has achieved learning gains of nearly a letter grade in over 12 experiments on the topics of computer literacy and Newtonian physics.

Intelligent Tutoring Systems (ITS) fortify learning environments with advances in artificial intelligence and cognitive science (Anderson, Corbett, Koedinger, & Pelletier, 1995).  A typical ITS has a number of separate modules.  A Domain Knowledge module contains the subject matter information that the tutor is teaching.  A Student Model module maintains information about particular users, such as how far they have progressed and what errors they have made. A Diagnosis module contains the rules or algorithms that identify the student’s knowledge gaps and misconceptions, whereas a Pedagogical module decides how the domain knowledge is presented and what training approaches to use.  A Communication module is the user interface (e.g., keyboard, mouse, sensing device, screen display/layout, natural language) that presents the material to the learner and accepts learner input.  
Researchers at the University of Memphis have developed and tested an ITS called AutoTutor that extends the frontiers of the Communication module in the ITS enterprise.  AutoTutor uses natural language dialogue and animated conversational agents in addition to multimedia that range from static diagrams to interactive 3D simulations. Our most recent research efforts are to build a version of AutoTutor that detects and responds to the learner’s emotional states.   
What does AutoTutor do?
AutoTutor is a computer tutor on the internet which simulates a novice human tutor and helps individuals learn about topics in science (e.g., physics) and technology (e.g., computer literacy) by holding a conversation in natural language (Graesser, Lu, Jackson, Mitchell, Ventura, Olney, & Louwerse, 2004; Graesser, VanLehn, Rose, Jordan, & Harter, 2001).  Learners type in their contributions through a keyboard, whereas AutoTutor communicates either through text or through an animated conversational agent with speech, facial expressions, and some rudimentary gestures.  AutoTutor presents a series of challenging questions (such as why, how, what-if) that require approximately a paragraph of information for an ideal answer. AutoTutor assists the learner in the evolution of a better answer from their initial answer.  It tries to draw out more of the learner’s knowledge (through hints and prompts), helps fill in missing information, repairs misconceptions, and answers student questions.  The dialogue between AutoTutor and the student takes approximately 100 dialogue turns to answer a single challenging question, approximately the length of a conversation with a human tutor.  AutoTutor has recently been augmented with embedded interactive 3D simulations that embody physics micro-worlds.  The student can manipulate parameters of the situation (e.g., mass and speed of vehicles), observe a simulation of what will happen, and explain what they see.  

Perhaps the best way to convey what AutoTutor can do is through an example conversational dialogue.  The excerpts below were extracted from a bona fide conversation with a student on the topic of conceptual physics.  The conversation begins with a main question selected by AutoTutor from the repertoire of questions in its curriculum.      

AutoTutor: When a car without headrests on the seats is struck from behind, the passengers often suffer neck injuries? Explain why. (MAIN QUESTION)

Student: I don't know.  (This expression by the student is classified as a Metacognitive speech act because it conveys what the student knows about his/her own knowledge.) 

AutoTutor: Could you at least try to give me an answer? That way, we'll have something as a starting place to work from.  (PUMP.  This dialogue move encourages the student to say more, but does not direct the student to express particular information.)
[At this point, the dialogue continues until AutoTutor believes it has detected that an important expected piece of information is missing.]

AutoTutor: Let's try this together. (DISCOURSE MARKER. This is a discourse marker that
connects different dialogue moves within a turn.)  

When the collision provides a large force to accelerate the head, what could happen to the neck? (HINT.  This dialogue move leads the student to articulate a particular sentence, clause, or proposition.)
[At this point in the dialogue the student asks a question so AutoTutor needs to provide an answer.]  

Student: What is a force? 

AutoTutor: I'll take a crack at answering your question. (DISCOURSE MARKER)    Force is any influence that tends to accelerate an object; a push or pull; measured in newtons. Force is a vector quantity. (ANSWER. AutoTutor answers the student’s direct question. Answers are either accessed from electronic glossaries or a paragraph is dynamically selected from a textbook.) 

Was that what you were looking for? (QUESTION SOLICITATION. AutoTutor allows the student the opportunity to rephrase his question.)
[At this point, the dialogue continues until AutoTutor believes it has detected a misconception]

AutoTutor: See if you know the answer to this. (DISCOURSE MARKER. AutoTutor prepares the student for a direct question.)  

When the head and body are moving at the same acceleration, they are moving at the same ________? (PROMPT.  This dialogue move encourages the student to fill in a particular word or phrase of information, in this case the word “rate.”  Prompts are needed for students who are low verbal and to elicit a particular noun, verb, or adjective.)

Student-21: distance
AutoTutor-22: Moving at the same rate. (PROMPT COMPLETION. AutoTutor splices in the correct information if the student provides an incorrect answer to its prompt.) 

[At this point, the dialogue continues until all relevant principles are covered in the conversation, followed by a summary by the tutor]
The example illustrates the mixed-initiative dialogue of AutoTutor. AutoTutor attempts to accommodate virtually any student question, assertion, comment, or extraneous speech act.  Each turn of AutoTutor requires the generation of one or more dialogue moves that adaptively respond to what the student just expressed and that advance the conversation in a constructive fashion.  The tutor’s dialogue moves within a turn are connected by discourse markers, as illustrated in the example.  Some dialogue moves are very responsive to the student’s preceding turn, such as the short feedback (positive, neutral, versus negative), the answers to student questions, and corrections of student misconceptions.  Other dialogue moves push the dialogue forward in an attempt to cover the expected answer to the main question.  
AutoTutor’s Pedagogy

The pedagogical framework of AutoTutor was inspired by two bodies of theoretical, empirical, and applied research that go beyond the normal ITSs.  These include explanation-based constructivist theories of learning (VanLehn, Jones, & Chi, 1992) and empirical research that has documented the collaborative constructive activities that routinely occur during human tutoring (Graesser, Person, & Magliano, 1995). According to the explanation-based constructivist theories of learning, learning is more effective and deeper when the learner must actively generate explanations, justifications, and functional procedures than when merely given information to read.  Regarding the empirical research on tutorial dialogue, the patterns of discourse uncovered in naturalistic tutoring are imported into the dialogue management facilities of AutoTutor.

AutoTutor’s Conversational Agents
AutoTutor delivers its dialogue moves with an animated conversational agent that has a text-to-speech engine, facial expressions, gestures, and pointing.  Animated agents have been become increasingly popular in learning environments on the web, Internet, and desktop applications (Atkinson, 2002; Baylor, 2002; Cole et al., 2003; Johnson, Rickel, & Lester, 2000).  The learner’s contributions are currently typed into AutoTutor, although we do have a prototype version with speech recognition. An example of the interface is provided below in Figure 1.  The main question is presented in the top window.  This major question remains at the top of the page until it is finished being answered during a multi-turn dialogue.  The students use the bottom-right window to type in their contributions for each turn.  The animated conversational agent resides in the upper-left area.  The dialogue history between tutor and student is shown in the bottom-left window. 
One version of AutoTutor, as shown in Figure 1, has an embedded interactive 3D simulation, which provides an additional channel of communication.  Each simulation is crafted to cover particular physics principles that should be included in an ideal answer (e.g., Newton’s second law that states that the net force on a body equals mass times acceleration), or they are designed to help correct particular misconceptions about physics (such as the impetus fallacy).  For each of the physics problems, we developed an interactive simulation world in 3D Studio Max.  This includes the people, objects, and spatial setting associated with the problem, as illustrated below.

INSERT FIGURE 1 HERE
After each simulation loads, AutoTutor challenges the student to formulate a hypothesis that predicts what will happen within the simulation.  The student can manipulate any available parameters of the situation (e.g., mass and speed of objects) and then ask the system to simulate what will happen.  They are prompted to compare their expected simulated outcome with the actual outcome after the simulation is completed. Students can run as many simulations as they wish until they feel they understand the relationship between parameters and outcomes of simulations.  However, interacting with and viewing the simulations is not all there is.  In order to manage the interactive simulation, AutoTutor gives hints and suggestions, once again scaffolding the learning process with dialogue. Therefore, deep learning of physics is believed to emerge from the combination of interactivity, perceptual simulation, feedback on the simulation, and explaining what happens. Some previous systems have conversational agents that combined dialogue with interactive simulation (Gratch, Rickel, Andre, Cassell, Petajan, & Badler, 2002), but AutoTutor is the only system available on the Internet that has been systematically tested on students and that has tutorial dialogue scaffolding interactive simulation.   
AutoTutor Evaluations
AutoTutor has been evaluated on learning gains in over a dozen experiments on the topics of computer literacy (Graesser, Lu, et al., 2004) and conceptual physics (VanLehn, Graesser, Jackson, Jordan, Olney, & Rosé, in press).  In most of the studies, a pretest is administered, followed by a tutoring treatment, followed by a posttest.  The tutoring treatments compare AutoTutor with different types of comparison conditions.  The comparison conditions vary from experiment to experiment because colleagues have had different views on what a suitable control condition would be.  The results of these evaluations have revealed that AutoTutor improves learning by nearly one letter grade compared with reading a textbook an equivalent amount of time or compared with the pretest.  
Recent experiments on conceptual physics have compared two new versions of AutoTutor, one with versus one without 3D simulations. A student had the freedom to interact with the 3D world several times per scenario.  The difference between AutoTutor-3D and the normal AutoTutor was subtle (sigma = .20) and nonsignificant, in part because many of the students did not use the simulation very much.  Students who did make a minimum number of simulation manipulations showed positive correlations between their learning outcomes and two important simulation variables: the number of simulations they received (r = .51, p < .01) and the relevance of their manipulations to the problem (r = .47, p < .05).  Simply grounding the physics in a visual display is insufficient because many users don’t know what to do next and how to effectively manipulate the parameters in route to learning.  They need modeling and coaching for effective self-regulated inquiry (Azevedo & Cromley, 2004; Winne, 2001), as we plan investigating in our future research.

An AutoTutor that Responds to Learner Emotions 

Previous versions of AutoTutor have been designed to adapt only to learners’ cognitive states.  The most recent work includes the capabilities of previous versions, while it also attempts to identify the students’ affective states (emotions) during a typical learning experience and to respond adaptively to the students’ affect states.  This new line of research has three specific objectives: (1) To assess patterns of affect-ridden activity that arise while interacting with AutoTutor and to identify pedagogically significant subsets of these patterns, (2) to investigate whether learning gains and learner's impressions of AutoTutor are influenced by dialog moves of AutoTutor that are sensitive to the learner's affective states, and (3) to test and augment theories that systematically integrate learning and emotion into educational technologies.  

AutoTutor will continue to function as it has before, but it has recently been augmented with new signal processing models as well as several non-intrusive sensing devices.  AutoTutor has been enhanced to identify and assess learners’ affective states through dialog assessment techniques, video capture of the face, learner body posture, and a pressure sensitive mouse and keyboard.  Synthesizing the output from these measures, AutoTutor aims to respond with appropriate conversational and pedagogical dialog that scaffolds the learners through a sequence of emotions.  For instance, if a student is frustrated then AutoTutor should provide a good hint or prompt that would guide the learner back toward their zone of knowledge.  In another example, AutoTutor may prolong a state of confusion to promote the student’s own problem solving skills during the state of cognitive disequilibrium, which could lead to deeper learning and misconception remediation.  Imagine having an automated tutor that can scaffold learners to new levels of understanding through an ideal sequence of emotions: intellectual arousal, confusion combined with curiosity (cognitive disequilibrium), and moments of delight, while minimizing frustration, anger, and boredom.  Such an AutoTutor will provide a learning environment that is currently unavailable in human-to-human tutorial interactions.
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Figure 1. Screen shot of an AutoTutor Simulation[image: image1.png]85 AutoTutor
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[Suppose a boy is in a free-falling elevator and he holds his keys motionless right in front of his face and then lets go. What will
happen to the keys? Explain why.
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