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Abstract: We investigated college students’ perceptions of a diverse sample of animated conversational agents.  We also examined the pedagogical efficacy of those agents.  We found that people perceive differences among the agents on several dimensions, such as likeability, and that the agents differ in pedagogical efficacy.  However, none of the characteristics that we measured accounted for differences in pedagogical efficacy across the agents.  We discuss implications for the field of agent studies with particular emphasis on the creation of pedagogically effective conversational agents and suggest directions for future research.

1 Background

In recent years, technology-based learning has assumed an increasingly larger role in education, as evidenced, for example, by the increasing availability of online degrees and distance learning courses.  Intelligent tutoring systems are comparatively sophisticated examples of learning technology.  Although the first computerized tutoring programs emerged many years ago, recent enhancements include the addition of animated conversational agents that play the role of tutors [21].  These pedagogical agents provide an anthropomorphic interface that potentially affects the tutor-student interaction.  They can be programmed to speak, gesture, and emote in response to student contributions in a tutorial dialogue [5, 6, 14, 15, 19, 23, 26, Johnson, Rickel, & Lester 2000].  The incorporation of human-like conversational features into such systems may facilitate the engagement of humans in the learning environment, and could potentially affect the pedagogical efficacy (i.e., the usefulness as a teaching device) of intelligent tutoring systems.  However, the issue of whether pedagogical agents facilitate, inhibit, or do not affect the pedagogical efficacy of intelligent tutoring systems has yet to be settled definitively.  
The number of intelligent information systems featuring animated conversational agents has dramatically increased in recent years.   Some examples include STEVE, a virtual-reality tutor developed for naval training [11, 12, 24]; COSMO, a program that assists people learning to troubleshoot networking problems [14, 26]; Herman the Bug, which teaches children about botany by helping them to design plants that will survive in different environments [14]; and AiA, a navigational aid for web-based information [1, 2].  The Tutoring Research Group at the University of Memphis has developed two intelligent information systems that feature animated conversational agents.  One system, the HURA Advisor [7, 20], was designed to facilitate navigation and information retrieval about ethical concerns in the use of human participants in research.  The other system, AutoTutor [8, 9], is an intelligent tutoring system designed to tutor college-level students in physics and computer literacy by engaging them in a multi-turn conversation in natural language.

As animated conversational agents become more prominent, it becomes increasingly important to understand the factors that affect the quality of interactions between conversational agents and humans.  The information systems developed by the Tutoring Research Group feature an animated conversational agent intended to facilitate the interaction between humans and the information systems, so we have been keenly interested in the factors affecting such interactions.  Indeed, much of our current research [e.g., 17] is explicitly aimed at discovering and understanding any characteristics that may affect the pedagogical efficacy of agents, with the ultimate goal of designing more effective, pleasant, and entertaining tutors and navigational guides.  Such research is also underway in many of the other labs cited above. 

Clippit, the paperclip agent that appears in various Microsoft Office applications, was perhaps one of the earliest widely available interactive agents.  Although Clippit was designed to facilitate the use of Microsoft Office programs by offering an assortment of potentially helpful tips, many people preferred to use the programs without the assistance of the agent.  Animated conversational agents may affect humans’ experience of technology in many ways.  They can potentially facilitate the interaction by serving as a navigational guide, helping the user decide what to do next.  They can enhance the user’s enjoyment of the program, as in the case of the “persona effect,” or the finding that people prefer learning from programs that feature conversational agents over those that do not include agents [2, 4, 13].  Furthermore, the inclusion of animated agents in intelligent tutoring systems appears to enhance some types of learning.  For example, the Tutoring Research Group has found that students who interacted with AutoTutor (which features a pedagogical agent) performed better on measures of learning outcomes than did students who passively read relevant textbook material or students who received no tutoring [8, 22].  The effect size for AutoTutor on learning gains was comparable to that of human tutors.  Similarly, Moreno, Mayer, Spires, and Lester [18] found that middle school and postsecondary students performed better on transfer (but not retention) tests following a tutorial about botanical anatomy and physiology featuring the pedagogical agent known as Herman the Bug [14], as compared to those who did not interact with the pedagogical agent during the learning exchange.  Atkinson [3] also found evidence of enhanced performance on word problems following interactions with a pedagogical agent, as compared to conditions not featuring a pedagogical agent.  Thus, agents provide a potentially valuable addition to some technology-based environments, especially on certain learning tasks.  Nevertheless, agents can also annoy or even discourage the user, thereby obstructing human-computer interactions (as may have been the case with Clippit).  Furthermore, agents may not facilitate all types of learning [18].  It is therefore important to understand the factors that affect people’s reactions to animated conversational agents.  

The various animated conversational agents featured in currently available software programs present great variety in terms of characteristics that may affect their interactions with humans [Johnson, Rickel, & Lester, 2000, 21].  Some agents resemble humans (e.g., AutoTutor, STEVE, ADELE [25]), whereas others are based on non-human organisms (e.g. Herman the Bug, Microsoft’s Peedy agent) or even inanimate objects (e.g., Microsoft’s Robby agent).  Agents may vary in their gender, age, race, and other demographic variables.  They can be programmed to simulate different personality traits, such as humor, supportiveness, or irritability.  The agents that currently accompany many software programs can emulate a variety of characteristics that may affect interactions between humans and computers.  One question of interest is whether people are sensitive to differences among agents.  Do people perceive agents as differing on basic personality dimensions?  Do such differences affect learning for the material? In the present research, we addressed this issue by examining college students’ impressions of 9 different agents, as well as their impact on learning.  Unlike previous empirical studies on this topic, which investigated only a single agent, we explored a diverse array of agents.  A broad diversity of agents ensures a meaningful assessment of the correlations among agent features, learning, and impressions of users; without this diversity, the methodological problem of restricted range of the stimulus materials results in insensitive assessments of the correlations.    

The current research addressed two questions pertaining to the pedagogical efficacy of animated conversational agents.  We first investigated whether the agents differed in pedagogical efficacy.  That is, do people learn more effectively from some agents than from others?  It may be that all pedagogical agents present information with equal efficacy.  However, if people perceive differences among agents, then those differences could potentially affect learning.  

We were also interested in determining the mechanisms through which any effects on learning might be mediated.  That is, what characteristics of pedagogical agents may cause people to learn more (or less) effectively from them?  To address this question, we examined the relationship between people’s perceptions of each agent and that agent’s pedagogical efficacy.  For example, one factor that could potentially affect pedagogical efficacy is likeability.  Perhaps people learn more effectively from a likeable agent than from an unlikeable one.  Surprisingly, some research has indicated that likeability is unrelated to learning.  However, as we have noted, many of the studies that have examined the relationship between liking and learning have used a narrow set of stimuli.  Given the broad variability among existing conversational agents, we sought to include a wide and varied sample of agents in this research.  Finally, we were interested in whether perceptions of comprehensibility affected learning.  Quality of the voice would seem to be a critical determinant of pedagogical efficacy.  People cannot learn from tutors whom they cannot comprehend [27].  We also examined the credibility of the agents, the quality of the presentation, and the synchronization of the facial animations and speech output in relation to learning.

2 Method

Participants and Design.  Participants were 36 Introductory Psychology undergraduates (53% female) from the University of Memphis.  They received course credit in exchange for their participation.  The design of the study was within-subjects (i.e., each participant saw all 9 agents).  The order in which each participant saw the agents was randomized. 

Agents.  There were 9 animated pedagogical agents.  The Tutoring Research group created several of these agents (Anna, Bianca, Kiran, Marco, and Professor) using the Microsoft Agent software package [16].  The rest were pre-existing Microsoft Agent characters (Charlie, Genie, Gourdy, and Merlin).  The agents differed only in appearance and voice.  We used various male and female Microsoft Agent voices.  Examples of agents created by the Tutoring Research Group appear in Figure 1.  The agents were presented in XTrain [10], a program designed to integrate Microsoft Agent characters with text, pictures, HTML, Macromedia Flash, and Director files. 

Figure 1.  Examples of agents used in the study.

	Marco
	Bianca
	Professor
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Procedure.  Participants heard information about topics in 3 content areas: computer literacy, physics, and psychology.  Three pedagogical agents presented the tutorial information for each topic area.  Different agents presented each content area, for a total of 9 agents.  Moreover, the assignment of agents to topic was counterbalanced across subjects so that each agent spoke about each topic an equal number of times.  The agents communicated the information by engaging in a three-way conversation among themselves (i.e., the participants did not converse with the agents).  Each three-way tutorial interaction lasted approximately 7 minutes.  We have included the physics dialogue in Excerpt 1 as an example:

Excerpt 1.   Tutorial dialogue on physics.

Agent 1. Well, should we move on to physics now?  Here is a question:  Suppose a man is running in a straight line at constant speed. He throws a pumpkin straight up. Where will it land? Explain.

Agent 2: Ok, I know that the pumpkin is in free fall once it has left the man’s hand.

Agent 3: Also, neglecting air resistance there is only one force acting on the pumpkin once it has left the man’s hand.

Agent 1: And remember: force, acceleration, and velocity are all vector quantities.

Agent 2: Right.  Also, Newton’s second law, net force equals mass times acceleration, is true for the components of those quantities taken in any direction.

Agent 3: However, there is no horizontal component of force on the pumpkin once it has left the man’s hand, so the horizontal component of acceleration is zero.

Agent 1: So, that means that when a component of acceleration is zero, the corresponding component of velocity does not change.

Agent 2: Yes, but remember, the pumpkin and the man were traveling with the same horizontal velocity when the pumpkin left his hands.  

Agent 3: Oh, I got it.  The man had to exert a vertical force on the pumpkin to give it a velocity component in the vertical direction.  This force ceased when the pumpkin left his hand.

Agent 1: Yeah, once in free fall the acceleration of the pumpkin is due to Earth’s gravitational pull and is constant.

Agent 2: In this case, it means that the acceleration reduces the upward velocity of the pumpkin to zero and then to negative values as the pumpkin travels downward.

Agent 3: Ok, therefore, if the horizontal velocity of the man does not change, then it is the same as that of the pumpkin.

Agent 1: So, to sum up, when the height of the man’s hands above the ground matches that of the pumpkin, they will be in the same place and the man can grasp the pumpkin.

Following each tutorial dialogue, the participant immediately rated the agents on several dimensions before continuing to the next topic.  To ensure that participants knew which agent they were rating, a picture of the agent being rated was printed in upper left corner of each rating sheet.  Participants rated each agent on the dimensions of likeability, comprehensibility, credibility, quality of presentation, and synchronization of speech and animation, using 6-point scales that distinguished positive from negative impressions.  For example, the rating scale for likeability is 1 = disliked very much; 2 = somewhat disliked; 3 = not sure, but guess disliked; 4 = not sure, but guess liked; 5 = somewhat liked; and 6 = liked very much.  Participants did not explain their preferences.
After the subjects had heard all 3 tutorial dialogues and had rated all 9 agents, they completed a cloze recall test that required subjects to fill in particular phrases from the conversation as a measure of learning.  The recall test was based on statements extracted from the agents’ conversations.  We have included some examples from the physics dialogue in Excerpt 2:

Excerpt 2.   Example items from the recall test on physics.

1) The pumpkin is in                                    once it has left the man’s hand.

2) Neglecting                                            , there is only one force acting on the pumpkin once it has left the man’s hand.  

3) Force, acceleration, and velocity are all                                                        .

Each recall test item was then scored for both accuracy (proportion of words recalled correctly) and source (which agent said it).  This allowed us to examine whether recall of information differed across the agents.  

3 Results

Each participant rated all 9 agents on several scales.  We assessed their perceptions of the agents’ likeability, comprehensibility, credibility, presentation quality, and synchronization of voice and animation.  Table 1 presents the means for these variables.  

One question of interest was whether participants perceived differences among the agents on these dimensions.  To assess this question, we computed a repeated-measures analysis of variance (ANOVA) on each dimension.  Indeed, as Table 1 indicates, these ANOVAs revealed significant differences among the agents on all dimensions.  People perceived some agents to be more likeable, comprehensible, and credible than others.  They also indicated differences in the quality of the presentations and the synchronization of voice and animation across the 9 agents.  Thus, people do in fact perceive differences across agents on these dimensions.

Table 1 also presents the results for the learning index by agent.  A repeated-measures ANOVA indicated that these recall scores also differed significantly across the 9 agents.  This suggests that people do indeed learn more effectively, as indicated by performance on a cloze recall task, from some agents than from others.  Thus, in answer to one of our questions of interest, we found that agents do indeed differ in their pedagogical efficacy.

Table 1.  Means and F scores for perceptions and recall by agent.

	Agent
	Like-ability
	Compre-hensibility
	Credi-bility
	Presentation

Quality
	Synchron-ization
	Learning 

	Genie
	4.72
	4.83
	3.58
	4.75
	3.81
	.41

	Marco
	4.34
	4.34
	3.54
	4.57
	3.29
	.36

	Gourdy
	4.11
	4.58
	3.25
	4.28
	3.58
	.35

	Anna
	3.03
	3.09
	2.77
	3.26
	1.06
	.33

	Kiran
	4.36
	3.81
	4.00
	4.53
	3.31
	.31

	Bianca
	3.81
	3.53
	3.31
	3.92
	2.97
	.28

	Professor
	3.17
	4.03
	3.77
	4.03
	1.83
	.27

	Merlin
	5.05
	5.06
	3.78
	5.00
	1.00
	.26

	Charlie
	3.33
	2.50
	2.78
	3.19
	2.25
	.25

	F
	10.96**
	13.02**
	5.99**
	9.83**
	15.97**
	2.46*


Note.  Higher values indicate more positive responses.  All Fs have df = 1, 35.  * p < .05.  ** p < .001.

Another objective was to investigate possible factors that could influence the pedagogical efficacy of agents.  To examine this issue, we computed correlations between the scales measuring people’s perceptions of the agents and scores on the learning index.  If people perceive differences among the agents and the agents differ in pedagogical efficacy, then it stands to reason that the perceived differences among the agents might account for the observed differences in learning.  As Table 2 indicates, all scales measuring the perceptions across the agents were significantly and positively correlated with each other.  Interestingly, however, none of these factors correlated significantly with performance on the learning index.  This suggests that, although the participants clearly learned better from some agents than from others, none of the assessed dimensions, including likeability and comprehensibility, could explain the observed differences in performance on the learning index.

Table 2.  Correlation matrix for dependent variables.

	
	Like-ability
	Compre-hensibility
	Cred-ibility
	Quality
	Synchron-ization

	Likeability
	
	
	
	
	

	Comprehensibility
	.50**
	
	
	
	

	Credibility
	.51**
	.33**
	
	
	

	Quality
	.54**
	.59**
	.49**
	
	

	Synchronization
	.56**
	.54**
	.31**
	.53**
	

	Recall
	.03
	.07
	-.02
	.04
	.03


Note.  ** p < .001, in subject analyses.

4 Discussion

We designed this study to assess perceptions and pedagogical efficacy of animated agents.  We began by examining whether people perceive differences among various agents.  Our results indicate that people do indeed perceive such differences.  Ratings of the agents differed on every dimension assessed in this study.  Some agents were liked more than others, some were easier to comprehend, some were more credible, better synchronized, and better presenters.  Indeed, that these dimensions were significantly and positively intercorrelated suggests that these five factors varied together.  Generally, a positive reaction on one of the dimensions was associated with positive reactions on the other dimensions, and vice versa.  

We also found that people learn more effectively from some agents than from others.  That is, these agents differed in their pedagogical efficacy, as evidenced by significant differences across the agents on the learning index.  This finding has important implications, both for the field of agent studies in particular and for our research program in particular.  Our ultimate goal is to create animated conversational agents for inclusion in intelligent tutoring systems (AutoTutor) and information systems (HURA Advisor).  Thus, we are interested in maximizing the pedagogical efficacy of agents.  We now know that agents do differ in pedagogical efficacy.  Thus, it is important to continue research into the factors that affect the efficacy of pedagogical agents.  

The third (and perhaps most important) question of interest pertained to the specific characteristics that might explain the observed differences in the pedagogical efficacy of these agents.  Unfortunately, our results were equivocal on this question.  Although people indicated different perceptions across agents on all of the dimensions assessed in this study, none of these dimensions correlated significantly with performance on the learning index.  As such, although it is clear that pedagogical agents differ in their effectiveness as tutors, the question of what characteristics of pedagogical agents facilitate (or inhibit) learning remains open.  Of special interest is the lack of relationship between liking and learning.  This is an important finding that could have far-reaching consequences for the field of agent studies.  Following the Clippit debacle, much research has been directed at constructing likeable agents.  But perhaps this research does not focus on the most crucial question.  These results suggest that, at least for the purposes of intelligent tutoring systems, it may be more sensible to focus on developing pedagogically effective agents, regardless of how well they are liked.  Rather than asking what makes an agent likeable, perhaps we should ask what makes an agent a good teacher.  Of course, liking could remain an important variable even in the absence of an impact on pedagogical efficacy.  People may be more likely to begin or to continue using a tutoring system that features a likeable, entertaining, supportive agent.  But the current results suggest that liking does not affect the pedagogical efficacy of animated conversational agents.  
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